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Preface

Evolutionary computation involves the study of problem-solving and optimiza-
tion techniques inspired by principles of evolution and genetics. As any other
scientific field, its success relies on the continuity provided by new researchers
joining the field to help it progress. One of the most important sources for new
researchers is the next generation of PhD students that are actively studying
a topic relevant to this field. It is from this main observation the idea arose of
providing a platform exclusively for PhD students.

From the perspective of a PhD student, it is important to work on an exciting
topic that is of interest to other researchers in the field. Contact with these
researchers early in the study can help in guiding the course by focusing on what
other researchers deem important. Furthermore, those contacts are important for
the social network of the PhD student, which will become vital for choosing the
step following the PhD study.

We would like to stress that the work presented in the proceedings is not
that of regular papers. Instead it is a collection of works where each student has
described the project of his/her PhD thesis, and has outlined his/her achieve-
ments and goals of the PhD study. Moreover, a description is given of the desired
feedback.

This volume contains the proceedings of EvoPhD 2007, the Second European
Graduate Student Workshop on Evolutionary Computation. It was held in Va-
lencia, Spain on 11–13 April 2007, as part of the EvoWorkshops 2007, which are
part of Evo?: Europe’s premier multi-conference and multi-workshop event on
evolutionary computation and relating methodologies.

We would like to acknowledge the work performed by the Program Com-
mittee, who has made sure, with a rigorous reviewing process, that this pro-
ceedings contains scientific works of a high quality. This year, five manuscripts
were accepted for publication in the proceedings and, subsequently their authors
have presented their work at the workshop. Each manuscript was reviewed in-
dependently by three reviewers, which gave insightful comments on the work as
presented, but also on the topic itself and the proposed work and goals.

We thank Jennifer Willies for her administration of and efforts in both the
conferences and the workshops, Anna I. Esparcia Alcázar for making all the local
arrangements, and Leonardo Vanneschi for taking care of the publicity around
our workshop.

March 2007 Mario Giacobini and Jano van Hemert
Program Chairs EvoPhD 2007
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Instituto Tecnológico de Informática, Spain
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On the Emergence and Evolution of Artificial
Cell Signaling Networks

James Decraene

Artificial Life Laboratory,
Research Institute for Networks and Communication Engineering,
School of Electronic Engineering, Dublin City University, Ireland

james.decraene@eeng.dcu.ie

Abstract. This PhD project is concerned with the evolution of Cell
Signaling Networks (CSNs) in silico. CSNs are complex biochemical net-
works responsible for the coordination of cellular activities. We are in-
vestigating the possibility to build an evolutionary simulation platform
that would allow the spontaneous emergence and evolution of Artificial
Cell Signaling Networks (ACSNs). From a practical point of view, real-
izing and evolving ACSNs may provide novel computational paradigms
for a variety of application areas. This work may also contribute to the
biological understanding of the origins and evolution of real CSNs.

1 Introduction

Biological cells may respond to their environment in multiple ways, examples are:
cellular differentiation, growth, division, death etc. To respond appropriately to
environmental conditions, cells have to integrate multiple internal and external
signals. Cell Signaling Networks (CSNs) are responsible for relaying and inte-
grating these signals within the cell [19, 16, 21]. Through evolution, CSNs have
become highly efficient at governing critical cellular activities which ensure the
adaptivity and survival of the organism.

The purpose of modeling and evolving these natural networks is manifold, a
variety of applications may be distinguished in the following areas:

1. Synthetic Biology : From a theoretical point of view it allows the exploration
of network structures and dynamics, to find emergent properties [4] or to
explain the organization and evolution of networks. From a practical point of
view, studying CSNs in silico allows one to carry out experiments that would
not be possible due to financial or technical constraints. Pharmaceutical
applications can also be identified such as in drug design [23, 14].

2. Computer Science/Engineering : As signal processing systems, CSNs can be
regarded as special purpose computers [5]. In contrast to conventional silicon-
based computers, the computation in CSNs is not realized by electronic cir-
cuits, but by chemically reacting molecules in the cell. Realizing and evolving
Artificial Cell Signaling Networks (ACSNs) may provide new computational
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paradigms for a variety of application areas (e.g. signal processing, computa-
tion or control systems). These new computational approaches may benefit
from desirable properties found in biological processes such as robustness,
self-organization or adaptation.

This PhD project adheres to the second area of interest presented above:
we are interested in building novel computational paradigms based on Artificial
Cell Signaling Networks. Through the use of evolutionary computing techniques,
we allow ACSNs to spontaneously emerge and adapt to the environment. The
current biological understanding provided guiding points for the design of our Ar-
tificial Chemistry: the Molecular Classifier Systems (MCS). Preliminary studies
demonstrated that real and artificial CSNs could be considered for computa-
tional and engineering purposes [22, 26, 6].

Our PhD project is part of the ESIGNET project 1, an European funded
project that aims to investigate the possibility to computationally evolve and
simulate ACSNs by means of Evolutionary Computation techniques. One re-
quirement of this EU project is to maintain biological plausibilities, in the sense
that the interactions between the simulated artificial molecules are to be realistic
with respect to the chemical interactions found in real CSNs.

2 Research

As an abstraction of real CSNs, ACSNs are differentiated and simplified by some
key properties. The selection of these particular characteristics is motivated by
the will to employ ACSNs for computational purposes. Four research issues are
distinguished and presented:

1. Computation: CSNs are usually treated in an aggregate manner, where the
information is carried by molecular concentration. We may also consider the
finer grained behaviors of individual molecules that are computational in na-
ture. An enzyme can be regarded as carrying out pattern matching to identify
and bind target substrates, and then executing a discrete computational op-
eration in transforming these into the product molecule(s). This approach
differs from traditional rewriting systems: operation is stochastic rather than
deterministic, secondly, operation is reflexive in the sense that molecules can
function as both rules (enzymes) and as messages (substrates/products).

2. Evolution: Due to the intricate and unpredictable nature of molecular in-
teractions occurring in CSNs, designing ACSNs by hand may result in a
challenging task. Artificial evolution may suggest that within suitable con-
ditions, effective ACSNs (meeting some given performance objectives) may
be designed through evolutionary processes [6, 18].

3. Crosstalk : This designates the phenomenon where signals from different
pathways become mixed together. In traditional engineering, crosstalk is
regarded as a defect that has the potential to cause system malfunction.

1 http://www.esignet.net
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Crosstalk occurs very naturally in CSNs due to the fact that common molecules
from different pathways may share the same physical reaction space (the
cell). However, in the case of CSNs, crosstalk also has additional potential
functionalities, which may actually be constructive [2, 25].

4. Robustness: In order to ensure the correct functioning of biochemical net-
works, it is argued that key properties of these networks are to be robust [3].
Alon et al. demonstrated from studying E. coli chemotaxis that molecular
interactions can exhibit robustness [1, 22]. A robust biochemical network is
able to reach a steady state that is equivalent to the state observed before
a perturbation occurs. Such properties are highly desirable in dynamic en-
gineered systems when subjected to internal and external uncertainty and
perturbation.

2.1 Goals

Given the above research issues of interest, we distinguished for the present the
following goals to be achieved in the course of this PhD project. Moreover, as this
PhD project is tied to the ESIGNET project, some of these goals also contribute
to different workpackages of the ESIGNET project:

1. Modeling CSNs: A good understanding of available modeling techniques of
CSNs is necessary. This will guide and assist the design of our evolutionary
simulation platform (in respect to biological plausibilities).

2. Evolving CSNs: Similarly, it is required to be acquainted with the current
state of the art regarding the evolution of CSNs in silico. This includes an
investigation on the possibility to evolve ACSNs for computational purposes.

3. Design of our Artificial Chemistry : We propose the Molecular Classifier Sys-
tem (MCS), an evolutionary simulation platform that will be employed to
investigate the emergence and evolution of ACSNs from a bottom-up ap-
proach.

4. Evolving ACSNs:
(a) We intend to evolve ACSNs with pre-specified constraints using the

MCS, these constraints would be defined as minimal as possible in or-
der to minimize the number of engineered components. Also these con-
straints would be defined so as to allow the emergence of ACSNs equiv-
alent (based on some properties) to CSNs occurring in nature. A first
experiment could be to simulate the bacterial chemotaxis phenomenom
and then to study and compare the resulting ACSN with a real chemo-
taxis signaling pathway.

(b) Further experiments would involve the investigation of other natural
signaling pathways. Then, to employ this approach to solve computa-
tional problems. A study on the computational complexity of our novel
paradigm will follow.

5. Crosstalk : To obtain a better understanding of the crosstalk phenomenon
and more specifically about the positive and negative effects of crosstalk.
We would like to see if it is possible to specify a network topology that
allows optimal control of crosstalk effects.
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6. Robustness: We will investigate the ability of ACSNs to create and sustain
specific internal conditions such as homeostasis. We would like to exhibit
such robust behavior in simulated ACSNs, and how through evolutionary
changes, robustness can be refined. Another consequent issue is to quantify
the robustness of such systems to external shocks and changes of conditions.

7. Artificial Cognitive Systems: We are also interested in examining the con-
struction of Artificial Cognitive Systems based on ACSNs, this approach
would then adhere to the emergent system paradigm of cognition [24].

8. Insights in Theoretical Biology : Ultimately, contributions in the biological
understanding of the origins and evolutionary dynamics of real CSNs will be
proposed.

2.2 Current status

At this stage of the project, we have conducted a comprehensive literature review
on the modeling and evolving of CSNs. The design of the Molecular Classifier
System was proposed, finally some experimental studies were performed:

1. Modeling CSNs:
– We contributed to the realization of the state of the art report on Cell

Signaling Networks [13]. This report provides a thematic bibliography
involving studies from different scientific fields: Biology, Mathematics,
Computer Science and Engineering.

– In [8] we described a comprehensive survey on the different philoso-
phies (Mathematics, Statistics and Computer Science) to model bio-
chemical networks. This work was carried out in collaboration with the
bio-analysis research group (an ESIGNET partner) from the Friedrich-
Schiller-Universitat in Jena-Germany.

– A technical report Introducing Computational Modeling of Cell Signaling
Networks is in preparation and intends to thoroughly present a selection
of CSN modeling techniques.

– A journal paper Towards a unified approach for the modeling, analysis
and simulation of cell signaling networks is also in preparation, this
is again performed in collaboration with the Jena group. This paper
presents a comprehensive evaluation of modeling techniques and bridges
between the differing approaches.

2. Evolving CSNs:
We presented several posters presenting our preliminary work on the evolu-
tion and applications of ACSNs [11, 10, 20].

3. Design of our Artificial Chemistry :
– In [12] we presented our concept of ACSNs and of MCS. An extended

version of this paper is in preparation and will be included in Advances
in Biologically inspired information systems: models, methods and tools:
the best paper issue of the Bionectics’06 conference.
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– In [9] , the broadcast language is examined: this is a programing formal-
ism devised by Holland which shares some key properties with the MCS.
This system was investigated to provide complementary insights for the
design of the MCS. Moreover, this work provided an evaluation of the
broadcast language to modeling biochemical networks. A derivation of
this formalism is proposed and includes the MCS main concepts.

– A technical report [7] was produced and presents our implementation
of the Holland broadcast language, this was necessary as no published
detailed specification of the language can be found in the literature.

– A presentation Towards the design of Molecular Classifier Systems was
given at the bio-analysis group in Jena. This talk presented a summary
of our work regarding the MCS and the broadcast language and how it
is possible to combine both approaches.

2.3 Future planning and study

From January 2007, we intend to carry out experimental studies using our
MCS. We will first investigate the emergence of ACSNs that would be equiv-
alent (based on some defined properties) to real signaling networks. At a later
stage (Fall 2007), this work will then focus on the use of ACSNs to solve a va-
riety of computational problems. Throughout this study, we are interested in
the evolution/growth of complexity of ACSNs when applied to different bio-
logical/computational problems. Following this, we will explore the possibility
of building Artificial Cognitive Systems based on Artificial CSNs. Ultimately,
this understanding on ACSNs will then be re-applied in Theoretical Biology,
contributions may be given on the origins and evolutionary dynamics of real
CSNs. Our PhD project started on December 2005 and is funded by the Euro-
pean Union for 3 years. Thus our current plan is to complete this PhD within 3
years. However completing a PhD in 3 years is quite challenging, an alternative
would be to perform most of the experimental/analytical work within 3 years,
the fourth year would then be dedicated to the writing up of the thesis.

3 Results

In this section we introduce the concept of Molecular Classifier Systems. Then
we present the broadcast language which was proposed by Holland in 1975 and is
similar to the MCS on many aspects. Evaluating the broadcast language provided
us with valuable insights for the design of the MCS in order to implement ACSNs.

3.1 The Molecular Classifier System

We define the Molecular Classifier System (MCS) as a class of string-rewriting
based Artificial Chemistries. This approach is inspired by Hollands Learning
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Classifier Systems (LCS). In Hollands LCS, a demarcation is distinguished be-
tween rules and messages, however as mentioned earlier operations in a bio-
chemical networks are intrinsically reflexive. The MCS addresses this issue by
removing this rules/messages demarcation found in the LCS.

The behavior of the condition/binding properties and action/enzymatic func-
tions is specified by a “chemical” language defined in the MCS. The chemical
language defines and constrains the complexity of the chemical reactions that
may be represented and simulated with the MCS. For example, a MCS model
using a limited number of computational functions may only fatefully represent
very simplistic chemical reactions.

In the MCS approach, a reaction between molecules may only occur if the
informational string of a first molecule satisfies/binds with the conditional part
of a second molecule. The second molecule may be the same as the first molecule
leading to self-binding. The condition part refers to the binding properties of a
molecule whereas action refers to the computational (“enzymatic”) function.
This pattern matching occurring implies a notion of specificity or “binding
strength”. A molecule having a high specificity would have less chance to re-
act with another one. Whereas a molecule having a low specificity is likely to
bind to another more often (≈ chemical kinetics).

When two molecules can bind and consequently react to each other, the action
part of one of the molecules is used to carry out the enzymatic operations upon
the binding molecule (substrate). This operation results in producing another
offspring (product). The symbols contained in the MCS action part are processed
in a sequential order (parsed from left to right). The outcome (product) of the
reaction depends on the nature of the symbols’ functionality.

Fig. 1. Schematic of a reaction in the MCS: When a molecule A can react with a
molecule B, the action statement of molecule A is “executed” upon the informational
string of the binding molecule B. A is viewed as an enzyme and B as a substrate, thus
A’s structure is not affected by the reaction whereas B’s structure is degraded and a
product P is generated. A’s action statement operators take as inputs the symbols of
B ’s string. An offspring molecule P is generated as a result of these operations

The definitive set of operations is still under investigation as we are trying
to understand what are the minimal operational requirements to allow a primi-
tive ACSN to spontaneously emerge. However in the remainder of this section,
we present a candidate solution based on a variant of the Holland broadcast
language.
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3.2 The Broadcast Language

The broadcast language is a programing formalism introduced by Holland in 1975
[17, 7], which can be thought of as the precursor for the LCS. A key property
shared between the MCS and the broadcast language is the removal of any
demarcation between messages and rules. A second beneficial property is the
ability of the broadcast language to provide a straightforward representation to
a variety of natural models such as Genetic Regulatory Network models.

The broadcast language basic components are called broadcast units which
can be viewed as condition/action rules. Whenever a broadcast unit conditional
statement is satisfied, the action statement is executed. This means that when-
ever a broadcast unit detects in the environment the presence of (a) specific
signal(s), including themselves, then the broadcast unit would broadcast an out-
put signal.

Some broadcast units may broadcast a signal that may constitute a new
broadcast unit. Similarly, a broadcast unit can be interpreted as a signal detected
by another broadcast unit. Broadcast units may also process a given signal, in the
sense that, a broadcast unit may output a signal that is some modification of the
detected/input signal. As a result, a broadcast unit may create new broadcast
units or detect and modify an existing broadcast unit. A set of broadcast units,
combined as a string, designates a broadcast device.

Table 1. Comparison of biological and broadcast language terminology

Biology Broadcast Language

sequence of amino acids from
{A, R, N, D, C, E, . . .}

string of symbols from Λ =
{0, 1, ∗, :, ♦, O, H, 4, p, ′}

substrate input signal

product output signal

protein with no enzymatic function null unit

enzyme broadcast unit

protein complex broadcast device

cellular milieu list of strings from Λ

As a summary, the above table presents a comparison between the biological
and the broadcast language terminology.

3.3 Methodology

In this section we present our implementation of the broadcast language system.
This work was also motivated by the fact that, although described by Holland,
no implementation / further studies on the broadcast language was available in
the literature.
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The Broadcast Language: syntax and semantics. The broadcast language
alphabet Λ is finite and contains ten symbols, Λ∗ is the set of strings over Λ. The
symbols constitute the atomic elements of the language.

Λ = {0, 1, ∗, :, ♦, O, H, 4, p, ′}

Let I be an arbitrary string from Λ∗, in I, a symbol is said to be quoted if
it is preceded by a symbol ′. The finite collection of broadcast devices can be
described by its state S at each timestep t. Four types of broadcast unit can be
distinguished, any broadcast units that do not follow one of the four schemes (see
below) are null units. Broadcast units may engage in the following interactions
based on discrete timesteps:

1. ∗I1 : I2 If a signal of type I1 is detected at time t then the signal I2 is
broadcast at time t + 1.

2. ∗ : I1 : I2 If there is no signal of type I1 present at time t then the signal I2

is broadcast at time t + 1.

3. ∗I1 :: I2 If a signal of type I1 is detected at time t then a persistent string
of type I2 (if any) is removed from the environment at the end of time t.

4. ∗I1 : I2 : I3 If a signal of type I1 and a signal of type I2 are both present at
time t then the signal S3 is broadcast at the same time t unless the string
I3 contains unquoted symbols {O,H,4} or singly quoted occurrence of ∗, in
which case the string I3 is broadcast a time t + 1.

The interpretation of each symbol in Λ is now presented:

{0, 1} 0 and 1 are the basic elements to specify a signal. A string such as 010110
can be regarded as the signature of a particular signal. This signature can
be employed by a broadcast unit to detect and identify a signal.

∗ This symbol indicates that the subsequent symbols until the next unquoted
∗ (if any) are to be interpreted as a broadcast unit. If a broadcast device I
does not contain any unquoted ∗ then I is a null unit.

: This symbol is used as a punctuation mark to differentiate the arguments of a
broadcast unit. The symbol : (position and frequency) determines the type
of the broadcast unit as presented earlier.

♦ When this symbol is met in the input argument of a broadcast unit, it indi-
cates that a signal detected by the broadcast unit may present any symbol at
this position without affecting its acceptation or rejection by the broadcast
unit. Also if ♦ occurs at the rightmost position of an input argument, then
♦ acts as a multiple character wildcard.

O When this symbol occurs in the input and output arguments of a broadcast
unit, it designates any arbitrary initial (prefix) or terminal (suffix) strings of
symbols. This allows one to pass a string of symbols from the input signal
to the broadcast signal (≈ unit processing).

H This symbol is similar to O but can also concatenate different inputs signals.
4 This symbol is employed in the same manner as O and H but designates an

arbitrary single symbol whose position can be anywhere in the argument of
a given broadcast unit.
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p When this symbol occurs at the first position of a string, it designates a
persistent string. This string would then persist over time until it is deleted,
even if the string is not an active broadcast unit. A null device occurring at
time t which is not persistent exists only for one timestep and is removed at
the end of time t.

′ This symbol is used to quote a symbol in the arguments of a broadcast unit.
When a symbol is said to be quoted, it acts as a simple literal, i.e. a ′4
would only match 4.

The Broadcast Language: implementation. In our implementation of the
Holland broadcast language, we distinguish three main classes: Env represents
the environment, this object holds a list of all current existing devices. The
class BDevice designates a broadcast device, an instantiation of BDevice may
hold from 0 to n BUnit objects. The BUnit class refers to a broadcast unit, it
may contain one or two argument(s) and an output signal, all represented by
strings of characters. In this system based on discrete timesteps, the sequential
operation is as follows. At timestep t, all broadcast devices including null devices
are stored in a vector of devices S. This vector is held by an instance of Env. A
vector of character strings A is used to hold signals (strings) to be added to S
at the beginning of t. At time t = 0, S is empty and A represents the initial set
of broadcast devices. D is a vector of strings holding signals to be removed from
S at the end of timestep t. An overview of the system from its initialization to
its termination is given:

1. Initialization: an Env object is instantiated, vectors S, A and D are created
and are empty by default.

2. Environmental signals: at this step, input signals (strings of character) given
by the environment are added to set A. At time t = 0, the input signals
correspond to the initial set of signals. A detector may be built to probe the
environment and insert new signals into set A.

3. Transferring signals from set A to S: signals contained in set A are inserted
in set S. Set A is then flushed. Each signal inserted in S is processed into
broadcast devices (BDevice objects); if a signal generates an active broad-
cast device then this broadcast device is parsed into broadcast units (BUnit
objects).

4. Processing signals in S: this step is broken up into two sequential sub-
processes:

(a) we first look for broadcast units of type 4 that are able to broadcast at
the same time t. If those broadcast units can be satisfied by other signals
then they broadcast their output signals. The latter output signals are
then inserted into S. As these newly inserted signals may satisfy other
similar broadcast units, it is necessary to repeat this process until no
new signal gets inserted into S.

(b) Then each broadcast device in S is processed in a sequential order: if
a broadcast device I is active then each broadcast unit Ii contained
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in I may broadcast its output signal upon detecting adequate signals.
A broadcast unit which has already been activated at time t may not
broadcast again within that timestep, under any circumstances. Output
signals broadcast by type 1, 2 and 4 broadcast units are stored in A. If
a type 2 broadcast unit is activated then its output signal is inserted
into set D. Finally, if a broadcast device I is a null device and is not a
persistent signal, then this device signal is added to set D.

5. Delete signals from sets S and D: for each signal Id contained in set D, if
there is a signal of the form Id present in S then this signal is deleted from
S. If there are n signals in S that are of the form Id then only one of those
signals is deleted (selected at random). D is then flushed.

6. Termination condition: If this user-defined termination condition is not sat-
isfied then the system returns to step 1.

The above implementation addresses and clarifies a number of ambiguities
that had been left open by Holland.

3.4 Experiments

In this section we present a case study where we use the broadcast language to
model a signal transduction network which was previously modeled with the aid
of a Boolean network [15], see Fig. 2. With the Boolean abstraction, a molecule
is considered as a logical expression having two different possible states: on oroff,
meaning that the molecule is present in the environment or not.

PhyA PhyB SA JA EthPSI2

PR1PR5

AtCesA3

ATMPK3

ATRR2

poxATP8a

AtCslB2

ERS2

N:PCOX

PDF1.2

Homeobox
Leu-zipper

Receptor
prot. kinase

Fig. 2. Boolean representation of the signal transduction network controlling the plants
defense response against pathogens.

We use the broadcast language to mirror the Boolean network of the bio-
chemical network presented in Figure 2. To accomplish this, we proceed to a
direct mapping of each Boolean function to broadcast devices. Using this model,
one may determine the states of the output molecules according to the states of
the input molecules.
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We first represent each molecule (substrate) PhyA, PhyB, Eth, etc., with
a string (signal) such as p0000000, p0000001, p0000010, etc. We then define the
broadcast devices (enzymes) which enable the reactions to occur in this network.

(PR1PR5) = (¬PSI2 ∧ (PhyA ∨ PhyB)) ∧ SA (1)

The above equation describes the state of PR1PR5 according to the states
of PSI2, PhyA, PhyB and SA. We now present how to express this Boolean
expression using broadcast devices, see Table 2.

Table 2. Broadcast devices employed to express Eq. 1

Broadcast devices

I1 ∗p000000♦ : 1000000
I2 ∗ : p0000010 : 1000001
I3 ∗1000000 : 1000001 : 1000010
I4 ∗p0000011 : 1000011
I5 ∗1000010 : 1000011 : 1000100
I6 ∗1000100 : p0000101

– In order to represent an OR gate that takes for input signals PhyA and PhyB
we generate I1, which indicates that whenever persistent signals p0000000
or p0000001 (PhyA or PhyB) are detected, the signaling molecule 1000000
is broadcast. This example also demonstrates how to represent crosstalk
phenomena in the broadcast language.

– The NOT gate is expressed through the use of a type 2 broadcast unit. To
represent NOT p0000010 (PSI2), we define I2 which stipulates that when no
persistent PSI2 molecule is present then the signaling molecule 1000001 is
broadcast at time t + 1.

– The expression ((p0000000 OR p0000001) AND (NOT p0000010)) is designated
by I3 which would broadcast 1000010 only if 1000000 and 1000001 are de-
tected.

– The detection of 1000000 indicates that either p0000000 (PhyA) or p0000001
(PhyB) is present. Secondly, detecting 1000001 implies that p0000010 (PSI2)
has not been detected.

– The broadcast device I4 is used to broadcast a signaling molecule 1000011
if p0000011 (SA) is detected. I5 is similar to I3 and represents an AND gate
taking into account the results of I3 and I4.

– This broadcast device, if satisfied, broadcasts a signaling molecule that is
employed to activate PR1PR5 (p0000101), as shown in I6.

The whole Boolean network may be built following the above described method.
This case study was implemented with our system and tested against a selection
of inputs, and the outputs reacted precisely in accordance with the boolean
functions specified by the network.
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3.5 Fusing MCS and the Broadcast Language

We demonstrated that the broadcast language can model Genetic Regulatory
Networks (GRNs). This was due to the ability of the broadcast language to
mirror Boolean networks which illustrates its wide ranging processing power.
Nevertheless, it was also highlighted that the broadcast language is limited re-
garding the representation and simulation of CSNs [9]. To address this issue, we
propose to combine the MCS concept with the broadcast language in a new sys-
tem termed “MCS.b”. The MCS.b complements the broadcast language (syntax
and semantics) and extends it by including the following refinements:

– Instead of processing all broadcast devices sequentially and deterministically
during a time step, the MCS.b processes as follows: at each time step t, we
pick n pairs of broadcast devices at random. For each pair of devices, one
of the broadcast devices is designated (at random) as the catalyst device
and the second one as the substrate device. If the conditional statement of
the catalyst device is satisfied by the signal of the substrate device, then
the action statement of the catalyst device is executed upon the substrate
device.

– n designates the number of pairs of broadcast devices that will interact
during a timestep. It is also plausible to consider n as the temperature in
real chemistry. Temperature has an important role in chemical reactions,
indeed molecules at higher temperature have a greater probability to collide
with one another.

– In the broadcast language specification given by Holland, additional rules
were required to resolve some ambiguities raised by the interpretation of
broadcast devices. To facilitate this, the MCS.b simplifies the interpretation
of broadcast units by preserving broadcast units of type 1 only.

– Similarly the notion of non-persistent devices is removed: by default all de-
vices are considered as persistent molecules.

– As type 3 broadcast units and non-persistent devices no longer exist in this
proposal, no molecule can be deleted from the population. However the dele-
tion of molecules is needed to obtain evolutionary pressure. Our suggestion
is as follows: each time two molecules react together, we pick a molecule at
random and delete it from the population.

By combining both the MCS and broadcast language, we expect the MCS.b
to be capable of modeling, simulating and evolving ACSNs in a more fateful
manner. At present, we have conducted a number of preliminary experiments
examining the spontaneous emergence of collective autocatalytic sets among
others. This was expected to be trivial as this phenomenon was already demon-
strated with other relateds Artificial Chemistries (Tierra, Alchemy, etc.). Initial
results suggest that the MCS.b performs as expected, however before these re-
sults can be presented to the research community, validation against empirical
data is required.
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4 Achievements

During this first year of PhD, we carried out a comprehensive literature review
on the representation and simulation of CSNs. This review allowed us to obtain a
global understanding on the area of CSNs, moreover this work provided us with
guiding points for the design of the MCS. We then examined an approach similar
to the MCS: the Holland broadcast language. We demonstrated the modeling of a
simple signaling pathway using the broadcast language, but this work highlighted
the limitations of this formalism. As a result, we presented some refinements of
the broadcast language that would result in a platform combining some of the
MCS concepts and of the broadcast language. Although our resulting MCS.b
will require further evaluation to precisely represent real biochemical networks,
this system combining the MCS original concept and the broadcast language
approach allow for the implementation of an evolutionary simulation platform
to study artificial biochemical networks in silico.

5 Feedback

We would be very grateful for any suggestions and criticisms regarding our work,
we are continuously looking for novel computational techniques and concepts
that may contribute to our project. Future issues include the topic of Crosstalk
and Robustness, any comments or suggestions concerning these research topics
would be very welcomed. Since Crosstalk and Robustness imply notions from
the networking and engineering fields, insights from these disciplines would be
of great interest.

Acknowledgement: This work was funded the European Integrated Project
ESIGNET in the EU FP6 NEST Initiative (contract no. 12789).
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Abstract. The effects of neutrality on evolutionary search have been
considered in a number of studies, the results of which, however, have
been contradictory. Some have found neutrality to be beneficial to aid
evolution whereas others have argued that neutrality in the evolutionary
process is useless. I believe that this confusion is due to several reasons
that very often are not taken into account by researchers. The main goal
of this research is to shed light on neutrality by starting clarifying the
source of confusion and as a consequence of this being able to identify
under what circumstances neutrality could aid evolution.

1 Introduction

Evolutionary Computation systems (ECs) are inspired by the theory of natural
selection. Since its conception, this theory was accepted in the EC community.
However, in the late 1960s, Kimura proposed his well-known theory called Neu-
tral theory of molecular evolution [14]. This theory states that the majority of
evolutionary changes at molecular level are the result of random fixation of se-
lectively neutral mutations. In other words, the mutations that take place in
the evolutionary process are neither advantageous nor disadvantageous to the
survival of individuals. Kimura’s theory states that a mutation from one gene to
another is neutral if this modification does not affect the phenotype.

Within the context of ECs, being Genetic Algorithms (GAs) and Genetic
Programming (GP) the paradigms more used to analyse the effects of neutrality
on the evolutionary process, as it will be seen in the next paragraphs, it is not
clear what exactly is meant by neutrality (giving that different representations
have been proposed by researchers and very often, results are contradictory) nor
whether or not neutrality helps evolutionary search. Researchers have adopted
different working definitions and have obtained very mixed results.

1.1 Neutrality on GAs

Barnett [2] proposed a variant of NK landscapes which he called NKp landscapes.
His idea was to vary the degree of neutrality present in the landscape and study
the effects of neutrality. He claimed that with the presence of neutral networks
of certain property, it is possible to avoid to get stuck in local optima.

Shipman et al.—[15] explored the benefits of neutrality in the context of
mapping based on an abstraction of a genetic regulatory network. The mapping
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used in their experiments allowed a very large degree of neutrality. From results,
they concluded that neutral drift allowed the discovery of more phenotypes.

Weicker and Weicker [19] distinguished four areas where neutrality can be
found: coding based, representation based, conceptional and technical redun-
dancy. However, they focused their attention on technical redundancy. They
argued that a well design decoder can improve the evolutionary search.

1.2 Neutrality on GP

Vassilev and Miller [18] claimed that the presence of neutrality in evolution-
ary search was useful to evolve digital circuits. They focused their attention on
the relation between the size and the height of the landscapes plateaus. They
concluded that neutrality helps to cross wide landscapes areas of low fitness.

Yu and Miller [20] showed in their work that neutrality improves the evo-
lutionary search process for a Boolean benchmark problem. Yu and Miller ex-
tended this work in [21] showing that neutrality was helpful and that there is
a relationship between neutral mutations and success rate in a Boolean func-
tion induction problem. However, Collins [3] claimed that the conclusion that
neutrality is beneficial in this problem is flawed.

2 Research and study

2.1 Goals

As shown previously, the literature presents a very mixed picture as to what the
effects of neutrality on evolutionary search are. I believe these are not fully un-
derstood for several reasons. Firstly, many studies have based their conclusions
on performance statistics (e.g., on whether or not a system with neutrality could
solve a particular problem faster than a system without neutrality) rather than
in more in-depth analysis (e.g., measure of harness, population flows, theoretical
frameworks supporting empirical findings, etc.). Secondly, studies often consider
problems, representations and search algorithms that are relatively complex and
so, results represent the compositions of multiple effects (e.g., bloat or spuri-
ous attractors in GP). Thirdly, there is not a single definition of neutrality and
different studies have added neutrality to problems in radically different ways.
Finally, the features of a problem’s landscape change when neutrality in artifi-
cially added but rarely an effort has been made to understand in exactly what
ways.

Bearing in mind the reasons why neutrality is not fully understood on ECs.
I would like to answer the following questions during my PhD sutdies:

– what kind of behaviour the individuals will have in the presence of neutrality
in the evolutionary process?

– why neutrality sometimes aids evolution and sometimes has negative effects
on evolutionary search?

– under what circumstances neutrality could aid evolution?
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– what are the evolutionary consequences of adding neutrality on evolutionary
search?

In this research, I am making an effort to shed some light on neutrality. The
aims of this research are: (a) understanding how neutrality affects evolution-
ary search, following by this analysis, (b) identifying under what circumstances
neutrality could aid evolution, complementing this study and (c) working on a
mathematical framework that support my empirical findings.

2.2 Current status

I am starting my third year at University of Essex. During my PhD studies I
have published the following papers [4], [5], [6], [7], [8], [9], [10].

During my first 3 months of my research, I was focused on deciding my
research area. Once I realised that neutrality was an interesting and controversial
area, I decided to start working on it. In the following months, I was doing
extensive readings on neutrality. During my first year I published [7], [10].

On my second year, I decided to analyse neutrality using the simplest possible
definition of neutrality and published the following paper [4] (this paper was
nominated as best paper on its track at Genetic and Evolutionary Computation
Conference GECCO 2006). I continued my research by defining a mathematical
framework that corroborated my previous empirical findings [5]. At the end of
my second year, I decided to explore other form of neutrality and published [8].

Starting my third year, I continued analysing neutrality and proposed three
different forms of encodings. As a consequence, [6] is about to be published.
Later on, I proposed an approach that has interesting features, such as allowing
defining explicit neutrality ([9] is about to be published).

2.3 Future planning

From January 2007 to June 2007, I am planning to formulate new forms of neu-
trality and continue working on a mathematical framework. During this period,
I would like to apply my findings on some applications. Finally, from July 2007
to December 2007 I would like to start the writing-up of my thesis.

After finishing my PhD, I would like to remain in the Academia and continue
doing research.

2.4 Study

It is worth mentioning that every 6 months our results and achievements are
evaluated by researchers in our department. I find this particularly useful because
it helps us to realise where our research is. Moreover, board member’s comments
are always useful and valuable to continue my research.

I am starting my third year of PhD study at University of Essex. In the
Department of Computer Science there is a policy of finishing a PhD in 3 years.
The majority of PhD students, however, finish in 4 years. That is, three years of
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research plus one year of writing-up and submitting the thesis. However, I am
planning to finish in 3 years. Actually, in my last board meeting (January 2007),
the board members encouraged me to finish my PhD by September 2007.

3 Results

3.1 Methodology

As mentioned previously, neutrality is not fully understood on EC systems. So,
as a first step (a) I decided to use the simplest possible definition of neutrality:
a neutral network of constant fitness, identically distributed in the whole search
space. That is, neutrality is “plugged into” the original non-redundant code by
adding an extra bit to the representation: when the bit is set the individual
is on the neutral network (and, so, its fitness has a pre-fixed constant value),
when the bit is 0, the fitness of the individual is determined by the coding
bits as usual, (b) I consider one of the simplest possible algorithms (a mutation
based, binary GA without crossover), (c) I analyse both performance figures and,
critically, population flows from and to the neutral network and the basins of
attraction of the optima, and (d) I use two problems with significantly different
landscape features: a unimodal landscape where we expect neutrality to always
be detrimental and a multimodal deceptive landscape, where there are conditions
where neutrality is more helpful than others. As a result of this first analysis,
we published [4]. This first approach helped me to understand how neutrality
affects evolutionary search. Moreover, I was able to analyse how population was
affected by the presence of neutrality.

I extended my first approach in [5], [8]. In this part of my research, I corrob-
orated my previous results using the OneMax problem and a Trap function [11].
That is, I decided to use fitness distance correlation (fdc) as a measure of hard-
ness. The definition of fdc is quite simple: given a set F = {f1, f2, ..., fn} of
fitness values of n individuals and the corresponding set D = {d1, d2, ..., dn} of
distances to the nearest optimum, we compute the correlation coefficient r, as:

r =
CFD

σFσD
,

where:

CFD =
1
n

n∑
i=1

(fi − f)(di − d)

is the covariance of F and D, and σF , σD, f and d are the standard deviations
and means of F and D, respectively.

According to [12] a problem can be classified in one of three classes, depending
of the value of r: (1) misleading (r ≥ 0.15), in which fitness tends to increase
with the distance from the global optimum, (2) difficult (−0.15 < r < 0.15),
for which there is no correlation between fitness and distance, and (3) easy
(r ≤ −0.15), in which fitness increases as the global optimum approaches.
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There are some known weakness in the fdc as a measure of problem hard-
ness [1]. However, it is fair to say that the method has been generally very
successful [12, 16, 17]. The distance used in the calculations is, for binary search
spaces, the Hamming distance.

Due to space limitations, I will calculate fdc for the Trap function.

CFDneu =
1

2l+1

l∑
u=0

(
l

u

)[
(f(u)−fneu)(u−uneu)+(flayer−fneu)(u+1−uneu)

]
where:

fneu =

Pl
u=0 ( l

u)f(u)

2l + flayer

2

uneu =
l + 1

2
This and more calculations (refer to [5]) indicate that the introduction of

neutrality does not necessarily imply a reduction of fdc. So, whether or not a
problem is easier with neutrality depends on landscapes features and on flayer

(which is the constant value of the neutral network).
Recently, the paper [6] was accepted to be published. In this work, we con-

tinue towards the same goals but we considered a much more practical form of
neutrality, bit-wise neutrality where we used three different problems (OneMax
problem, Multimodal Problem Generator [13] and Trap Function [11]) to analyse
neutrality.

Bitwise neutrality is a form of neutrality induced by a genotype-phenotype
map where each phenotypic bit is obtained by transforming a group of geno-
typic bits via some encoding functions. In this of my research, we consider three
different kinds of genotype-phenotype encodings to specify bitwise neutrality in
the evolutionary process. For the three of them, each phenotypic bit is encoded
using n genotypic bits. These encodings are as follows:

1. The majority encoding works as follows: given n bits, the user defines a
threshold (T ) (0 ≤ T ≤ n) and if the number of ones that are in the n
genotypic bits is greater or equal to T then the bit at the phenotype level
is set to 1, otherwise it is set to 0. Normally, to avoid biasing the system
we will always use T = n/2 and n odd. This guarantees that 0s and 1s are
treated identically.

2. The parity encoding, which works as follows: if the number of ones that are
in n genotypic bits is an even number, then the bit at the phenotype level
is set to 1, otherwise it is set to 0.

3. The truth table encoding works as follows: a truth table is generated and the
output for each combination is produced at random. (Half of the outputs
of the truth table are assigned with 0s and the other half are assigned with
1s. Then the outputs are shuffled to make them perfectly random). Then we
consider the n genotypic bits as inputs, and we take as our phenotypic bit
the corresponding truth table’s output.
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Neutrality is added to the non-redundant code by the proposed encodings.
Because each bit is encoded using n bits, the same phenotype can be obtained
from different genotypes and neutrality is added to the search space.

In the presence of the form of neutrality discussed above, the size of the
search space is 2`n, where ` is the length of a phenotypic bit string and n is
the number of bits required to encode each bit. With the types of encodings
explained earlier, we have increased not only the size of the search space but
also the size of the solution space. However, this does not mean that neutrality
is always beneficial. We have also to bear in mind that the mutation rate at
genotype level is different than the mutation rate at phenotype level.

Neutrality is often reported to help in multimodal landscapes, in that it
can prevent a searcher from getting stuck in local optima. However, very little
mathematical evidence to support this claim has been provided in literature. So,
working on a mathematical framework, we have recalculated fdc on the problems
used to analyse neutrality (due to space limitation, refer to [6]).

3.2 Experiments and results

First steps on neutrality. For the first form of neutrality proposed on my
research, I have used two problems to analyse neutrality. The first one is the
well-known OneMax problem. The second problem is similar to a deceptive trap
function, but it includes minor variations which make the landscape less sym-
metric. In this problem we have two optima: a global optimum at position 11 · · · 1
and a local optimum a position 00 · · · 0. The global optimum is given a fitness
n, while the local optimum has fitness n− 1. The remaining points in the land-
scape are assigned fitness values that decrease with the distance from one of
the optima, in such a way that the basin of attraction of the global optimum
is significantly smaller than the basin of attraction for the local optimum. This
last feature makes the problem deceptive. In our experiments we used n = 40.

The experiments were conducted using a GA with fitness proportionate selec-
tion and bit-flip mutation, run for 300 generations. To obtain more meaningful
results, we performed 100 independent runs for each of the population sizes. Runs
were stopped when the maximum number of generations was reached. We have
defined the length of the genome 8, different population sizes= {20, 40, 60, 80, 100}
and mutation rate 0.02 (per bit).

When the neutral layer was used, we used two different values of fitness.
For the deceptive problem we have used two different methods of initialisation.
The first method, which we will call random initialisation, creates the initial
population randomly and uniformly across the whole search space. The second
method, which we will call fixed initialisation, still creates the initial population
at random, but this time individuals can only belong to a pre-fixed area: the basin
of attraction of the local optimum, meaning that the problem is harder than when
using random initialisation. For OneMax we used random initialisation.

Let’s start by analysing the results for the OneMax problem. In Table 1, we
show the number of generations required to reach the optimal solution for the
OneMax problem. As expected, the number of generations required to reach the
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Table 1. Average number of generations required to reach the optimal solution for
the OneMax problem. Percentage of runs that reached the optimal solution for the
Deceptive problem using Random initialisation and Fixed Initialization.

OneMax Bimodal - Random Ini. Bimodal - Fixed Ini.
PopSize No Neutral Neutral No Neutral Neutral No Neutral Neutral

neutral 7 5 neutral 38 23 neutral 38 23

20 9.6 111.3 17.0 61% 42% 51% 7% 26% 2%
40 6.5 101.2 11.6 78% 56% 60% 9% 48% 6%
60 5.4 82.3 8.2 81% 67% 72% 17% 68% 12%
80 4.5 66.5 7.5 85% 81% 75% 17% 74% 21%
100 3.5 50.5 6.7 93% 94% 84% 31% 86% 23%

optimal solution in the presence of explicit neutrality is bigger than when it is
not present. In the case considered here (l = 8) the maximum achievable fitness
is 8, and so a neutral layer with fitness 7 turns the search into a set of parallel
random walks. It is not surprising that then, performance decreases so much
with neutrality.

Now, let’s consider the second problem – the bimodal deceptive problem.
When using the random initialisation method and being neutrality present, when
the fitness of the neutral layer is low (23), the percentage of runs that reached
the optimal solution were lower than when neutrality was not present at all pop-
ulation sizes. This is to be expected, since, as we argued above, in this situation
we have an increased search space but virtually no “tunnelling” ability (since
random walks on the neutral layer can only be rare and very short due to its
low fitness). As expected the situation is different when the neutral layer has a
high fitness (38, which is only beaten by the global and local optima).

Let us have a look at what happens when the population is away from the
basin of attraction of the global optimum. When we have initialised our popula-
tion in the local area, the presence of neutrality is beneficial when the fitness of
the neutral layer is high enough to allow the easy crossing of the barrier between
basins of attraction. As shown in Table 1, if the fitness of the neutral layer is
too low, the benefits accrued by the more modest tunneling ability provide by
neutrality in this case are masked by the drop in performance due to an enlarged
search space.
Towards a better understanding of neutrality. With the form of neutrality
proposed, we continued our research and analysed the effects of neutrality on
the OneMax problem and change the bimodal deceptive function by a Trap
function [11]. That is,

f(X) =
{

a
z (z − u(X)) if u(X) ≤ z,

b
k−z (u(X)− z) otherwise

where a is the deceptive optimum, b is the global optimum, and z is the slope-
change location. Basically the idea is that there are two optima, a and b, and by
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Table 2. Statistical information on the trap problem.

Value fdc Avr. Generations % of Success
of No neutral flayer flayer No neutral flayer flayer No neutral flayer flayer

z layer 30 38 layer 30 38 layer 30 38

8 0.42 0.35 0.33 10.81 40.25 29.60 38.7 19.8 1.7
9 0.74 0.45 0.40 8.65 31.26 24.50 17.5 12.1 1.3
10 0.90 0.51 0.45 6.83 12.45 22.60 7.7 1.3 1.9
11 0.96 0.55 0.45 3.85 16.75 17.20 1.7 1.1 1.2
12 0.99 0.57 0.48 0.25 6.20 7.55 0.2 0.7 0.7
13 0.99 0.59 0.49 - 7.90 24.30 - 0.6 0.9

varying the parameters k and z, we can make the problem easier or harder. For
analysis purposes, we have used fdc.

For the OneMax problem we have used chromosomes of length l = 10 while
for the trap function we have used chromosomes of length l = 14, k = 14,
z = {8, 9, 10, 11, 12, 13}, a = 39, b = 40, and sample size 4,000 to calculate fdc,
population size 80 and mutation rate 0.02 (per bit).

Bearing in mind the previous discussion and results, we can be certain that
the GA’s behaviour remained the same on the OneMax problem. Now, let’s
consider the second problem - the trap problem. In this problem, the length
of the genome is 14. As shown in Table 2, the bigger the value of the slope-
change location z the harder the problem. When the neutral layer is present,
regardless the value of flayer, the number of generations required to reach the
global optimum is bigger than when it is not present. This is easy to explain if we
consider that the search space without neutrality is of size 2l whereas with the
presence of it is 2l+1. When 8 ≤ z ≤ 11, the percentage of runs that reached the
optimum solution is bigger when neutrality is not present. However, the opposite
happens when 12 ≤ z ≤ 13. Moreover, when neutrality is not present the solution
is either found after few generations or is not found at all. This does not hold
when neutrality is present, as can be seen in Table 2. This means that there are
complex dynamics going on between layers and regions of the landscapes, and
that only by understanding these one can understand the effects of neutrality.
We investigate them in the next paragraphs.

In a particular generation each individual can be in one of four areas: normal
layer close to the global value, normal layer close to the local value, neutral layer
close to the global value and neutral layer close to the local value. However,
so far we have not studied where an individual in a specific layer came from.
Fortunately, in a mutation based genetic algorithm each individual has only
one parent. This makes it possible to track the origin of a sample point, and,
in fact, the full evolutionary path of an individual within its family tree. This
has allowed us to collect detailed statistics of population flows from one layer
and region to another. To perform a full analysis we need to look at 24 = 16
different parent/offspring transitions: a parent could be in any of four areas and
his offspring could be in any of the same four areas.
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Fig. 1. Number of transitions to the normal global area (top left), normal local area
(top right), neutral global area (bottom left) and neutral local area (bottom right),
when the fitness of the neutral layer is 38.

In Figure 1, we show the result of the analysis of family trees for the trap
function using flayer = 38, l = 14 and z = 13. In all plots we can observe that the
majority of offspring in an area came from parents already in that area. These
are not the only sources, however, as shown in Figure 1 where we can see that
a small proportion of individuals in the neutral layer near the global optimum
actually comes from neutral local area, indicating the presence of tunnelling.
A more natural form of neutrality. Following the same direction towards
analysing neutrality, we have proposed three forms of encodings that allow us
to introduce neutrality and analysed its effects on three different problems with
different landscape’s features (OneMax problem, Multimodal problem generator
and Trap function). As mentioned previously, we have re-calculated fdc in a
more useful way (refer to [6] to see details).

The analysis based on fdc indicates that the choice of encoding function
used to introduce neutrality may be critical in determining whether a problem
is made easier or harder by the introduction of neutrality in evolutionary search.
However, fitness landscapes and fdc neglect to model the fact that the precise
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distribution of mutants may have an important effect of search behaviour and
performance. For example, fdc remains the same irrespective of the mutation
probability.

So, to better evaluate benefits and drawbacks of neutrality we want to un-
derstand what effects different types of neutral encodings have on the way the
search proceeds under mutation. In particular we are interested in understand-
ing how genotypic mutations are related to phenotypic mutations, since only
phenotypic changes can lead to fitness changes. To do so, we use the notion of
phenotypic mutation rate.

When the parity encoding is used, the phenotypic mutation rate correspond-
ing to a genotypic mutation rate pmut is given by:

pmutphenotypic =
∑

i=1,3,5,...

(
n

i

)
pi

mut(1− pmut)n−i

This is because only an odd number of genotypic bit-flips can produce a pheno-
typic change.

When the Truth Table encoding is used, the mutation rate at phenotype level
is given by:

pmutphenotypic =
1− (1− pmut)n

2
This is because there is the potential for a change in phenotypic value whenever
we change the row from which we read out the output in the truth table. This
happens if at least one genotypic mutation takes place (hence the factor 1 −
(1 − pmut)n). However, not all row changes lead to a flipped phenotypic bit.
Because the table is random, this happens only in 50% of the cases (hence the
denominator, 2).

In Table 3, we show the phenotypic mutation rates when mutation rates at
genotype level are 0.01, 0.06 and 0.1 for Parity and Truth Table. As we can
see, there are conditions in which different encodings produce similar pheno-
typic mutation rates. This is the case, for instance, for the pairs of numbers
in boldface, underlined, in italics and in sans serif. Note that the Parity and
Truth Table encodings modify the fitness distance correlation in effectively the
same way, as discussed in the previous section. So, whenever also the phenotypic
mutation rates match, we should expect to see similar performance under these
two encodings. We will verify this in the following paragraphs.

For analysis purposes, I have done extensive experiments that helped me to
corroborate my believes. I have used a genome of lenght 14, population size 80,
100 generations, different mutation rates = {0.01, 0.06, 0.1}, number of n bits
encoded = {5, 6, 7, 8} and 1,000 independent runs.

Due to space restrictions let me focus on the most difficult problem: the Trap
function. For this problem, the bigger the value of the slope-change location umin,
the harder the problem. In our experiments we chose ` = 14 and umin = 13
and, so, the problem is very hard. The behaviour of the evolutionary search
in this problem is a mirror image of that observed on the OneMax problem
(see Table 4). Again, we can see how fdc makes reasonably good predictions
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Table 3. Phenotypic mutation rates when mutation rates at genotype level are 0.01,
0.06 and 0.1

Type of Pmut = 0.01 Pmut = 0.06 Pmut = 0.1
redundancy

Parity (n bits = 5) 0.04804 0.23613 0.33616
Parity (n bits = 6) 0.05708 0.26780 0.36893
Parity (n bits = 7) 0.06594 0.29566 0.39514
Parity (n bits = 8) 0.07462 0.32018 0.41611
Truth (n bits = 5) 0.02451 0.13305 0.20476
Truth (n bits = 6) 0.02926 0.15507 0.23428
Truth (n bits = 7) 0.03397 0.17576 0.26086
Truth (n bits = 8) 0.03863 0.19522 0.28477

Table 4. Performance of a GA on the Trap function. Pairs of numbers in boldface,
underline, italics or sans serif represent situations with almost identical phenotypic muta-
tion rates.

pmut = 0.01 pmut = 0.06 pmut = 0.1
Avr. Gen % Suc. Avr. Gen % Suc. Avr. Gen % Suc.

No neutrality 0.6 0.3% 7.2 0.7% 4.55 0.7%
Parity (n = 5) 1.0 1.1% 40.87 2.0% 49.11 7.0%
Parity (n = 6) - 0.0% 53.41 6.5% 49.45 16.7%
Parity (n = 7) 17.0 0.2% 52.81 12.2% 46.12 22.8%
Parity (n = 8) 1.0 0.2% 45.49 16.4% 48.12 27.2%

Truth Table (n = 5) 1.0 0.7% 13.05 1.4% 41.49 6.3%
Truth Table (n = 6) 1.2 0.6% 35.16 2.1% 47.19 7.8%
Truth Table (n = 7) 1.0 0.1% 32.36 3.5% 47.32 10.9%
Truth Table (n = 8) 1.0 0.9% 34.44 4.8% 58.54 13.0%

Majority (n = 5, T = 3) 1.0 1.1% 4.4 1.2% 19.91 2.3%
Majority (n = 7, T = 4) 1.0 0.5% 1.16 0.6% 28.15 1.9%

of relative difficulty under different encodings when pmut = 0.1, but that the
picture becomes less and less clear as pmut decreases. However, again, we can
explain performance differences easily by looking at phenotypic mutation rates.
In this case, because the problem is deceptive, the more random the search is,
the more likely the global optimum is found.

4 Achievements and conclusions

As first step, I proposed the simplest definition of neutrality and with the use
of well-known tools (e.g., population flows, family trees, percentage of success
and average number of generations) I have been able to determine under what
circumstances neutrality could aid evolution. That is, the form of neutrality
added on a specific kind of problem is crucial for the success or failure on evolu-
tionary search. Continuing with my research, I have worked on a mathematical
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framework that I have supported my empirical findings. I continued with my
research using the same notion of neutrality and used well-known problems with
extremely different landscape’s features that helped me to understand when neu-
trality can help on evolutionary search. I used fitness distance correlation as a
measure of hardness and re-written it in a more useful way. Recently, I proposed
bit-wise neutrality in order to continue towards the same goals of my research.
Within this form of neutrality I was able to formulate simple explanations for
why this happens.

Feedback

As stated before, neutrality is an interesting and controversial area on Evolu-
tionary Computation systems. I have started to clarify some of the aspects that
make neutrality controversial. Bearing in mind that I am on my third year of
my PhD I would like to know how feasible is to achieve my future goals.
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Abstract. We previously applied GP to the evolution of strategies for
playing a group of chess endgames. Our first set of experiments gave
rise to GP individuals capable of drawing (or even winning) against
CRAFTY—a world-class chess program. We examine several questions
related to chess AI and Evolutionary Algorithms, suggesting that GP
may have the answer to evolving competitive knowledge-based players.
Some directions for future research are suggested, including building-
block evolution and general network structures.

1 Introduction

Developing intelligent (or at least pseudo-intelligent) computer players of strat-
egy games is a problem which AI research have been addressing since the field’s
onset. Because excelling at strategy games has often been considered to be a
sign of intellectual excellence, many have felt that developing an intelligent game
player would represent a big step towards developing a more generally intelligent
machine [1].

The game of chess has always been viewed as an intellectual game par ex-
cellence, “a touchstone of the intellect,” according to Goethe. The game’s com-
plexity stems from two main sources. First, the size of the search space: after the
opening phase, each player has to select the next move from approximately 50
possible moves on average. Since a single game typically consists of a few dozen
moves, the search space is enormous. A second source of complexity stems from
the amount of information contained in a single board. Since each player starts
with 16 pieces of 6 different types, and as the board comprises 64 squares, evalu-
ating a single board (a “position”) entails elaborate computation, even without
looking ahead.

The number of feasible games possible (i.e., the size of the game tree), given
a board configuration, is astronomical, even if one limits oneself to endgames.
While endgames typically contain but a few pieces, the problem of evaluation
is still hard, as the pieces are usually free to move all over the board, resulting
in complex game trees—both deep and with high branching factors. Thus, we
cannot rely on brute-force methods alone. We need to develop better ways to
approximate the outcome of games with “smart” evaluation functions. The au-
tomated learning of evaluation functions is a promising research area if we are
to produce stronger artificial players [2].
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Chess programs typically comprise of two elements: search-tree node gen-
eration and an evaluation scheme for individual nodes. Up to the present day,
all competitive chess programs put most computational resources into the for-
mer, while the latter is typically handled with rather simple functions. The most
powerful search methods nowadays traverse as many nodes as possible (usually
millions per second), in a clever way, using state-of-the-art pruning methods,
such as the F-Negascout algorithms [3]), quiescence search [4] and hash tables
(i.e., transposition and refutation) [5]. Although this type of search indeed gives
rise to world-class chess programs, many claim that this method produces “un-
intelligent” play (e.g., N. Chomsky in [6]), as it strongly deviates from human
modes of thinking, and is thus unworthy of academic interest.

One of the main questions is, therefore, if it would be possible to construct
a competitive non search-based chess program. We feel that such a program, if
successful, would be an important contribution to the field of game-AI. However,
how would this program be successful in such an enormous search space, where
every small mistake might be critical? What method is the best candidate to
perform such a complex task?

One possible reply would be to use evolutionary algorithms (EAs). Moreover,
as solving the entire game may be too difficult, some questions that should be
answered in advance are–which part of the program should be evolved? How
would this part be integrated with the entire program?

1.1 Previous Work

As EAs have been widely used to solve optimization problems, they have been
used in the field of computer-chess mainly to fine-tune evaluation functions,
especially (as mentioned above) since this part is typically separate from the
search itself. As GP has recently been argued to deliver ”high-return, human-
competitive machine intelligence” [7], this method (along with other forms of
evolutionary algorithms) has been applied repeatedly to this domain. We review
several important examples below (we currently focus only on those related to
EAs).

Kendall and Whitwell [2] used evolutionary algorithms to tune evaluation-
function parameters. They focused mainly on the weights of the remaining pieces,
and neglected more sophisticated board-evaluation functions. Typical functions
included: material values for the different pieces, penalty for bishops in initial
positions, bonus for pawns in center of chessboard, penalty for doubled pawns
and for backward pawns, castling bonus if this move was taken and penalty if it
was not, and rook bonus for an open line or on the same line of a passed pawn.
The resulting individuals were successfully matched against commercial chess
programs, but only when the lookahead for the commercial program was strictly
limited.

Gross et al. [8] introduced a system that integrates GP and Evolution Strate-
gies to learn to play chess. This system did not learn from scratch, but instead
a “scaffolding” algorithm that could perform the task already was improved
by means of evolutionary techniques. This was accomplished by fine-tuning an
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alpha-beta search to traverse less nodes, using three separately evolving modules
within the search: a depth module, determining the remaining search depth for
the given node; a move-ordering module, changing the ordering of all possible
moves; and a position module, returning a value for a given chess position. The
main result was that evolution improved the search algorithm so that it wins by
only using 50% of the resources needed by the f-negascout algorithm [9, ?], and
only 6% of the resources used by a simple alpha-beta algorithm [10].

A recent important work was done by Fogel et al. [11]. A genetic algorithm
was employed to improve tuning of parameters that governed a set of features
regarding board evaluation. Evaluation functions were structured as a linear
combination of: 1) the sum of the material values attributed to each player;
2) values derived from tables indicating the worth of having certain pieces at
certain values—“positional value tables”(PVTs); and 3) three neural networks:
one for each player’s front two rows, and one for the central 16 squares. Games
were played using an alpha-beta search, the depth of which was four ply, except
for certain advantageous positions, where the search depth was extended to six
ply.

The best evolved neural network achieved an above-Master level of perfor-
mance, estimated at 2437 1. Although this work proved that evolution can be
successful at developing good artificial chess players, it is important to note that
the non-evolved programs used, without the inclusion of the neural networks,
still performed at an Expert level (estimated at 2066). Thus, the evolutionary
procedure did not account for the entire level of performance, but only for the
(non-trivial) transition from Expert to Master.

Another important aspect of all works described above is that no apparent
effort was made to rely on deep knowledge (and less on search), matching human
modes of thinking. Such attempts are scarce in the computer-science literature–
they are typically restricted to the field of Cognitive Psychology. Since human
players still display some capabilities which transcend those of the strongest
machine players (a good example would be the extremely limited search they
perform), we now turn to examining several findings which may shed some light
on their thinking processes.

For more than half a century the study of chess skill has been a research focus
of cognitive psychologists interested in various aspects of thinking manifested at
playing chess, including memory, problem-solving, and expertise (for example,
see [12], [13], [14] and [15]). We will hereby present some important research
findings relevant to our work.

1 Chess players may obtain a nationally (or internationally) recognized numerical rat-
ing, using a scoring system developed by the mathematician Arpad Elo (therefore
referred to as an “ELO” score). Beginners start at 1300 points, and every win raises
a player’s rating using a formula that takes the difference from the opponent’s rating
into account (i.e., more points for defeating a stronger opponent). Master level is
typically attained at 2200 points, and Grandmaster at 2400 (although these titles
are only earned at special official tournaments).
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First, the pioneering studies of de Groot [16] showed that there are no im-
portant differences in the macrostructure of search between world-class grand-
masters and strong amateurs, except that the best players found better moves
and were somewhat faster to reach a decision. On average, players from both
skill levels searched equally deep, visited the same number of positions in their
search, and proposed the same number of candidate moves. De Groot concluded
that the key to expertise is not a superiority in “speed of thinking” or in a more
rational way to organize one’s thought, but specific knowledge about various
aspects of the task domain.

Second, for a long time, the main explanation for this effect has been Chase
and Simon’s [12] chunking theory, revolving around the concept of a chunk–a
pattern of memory information that has been grouped in a meaningful way and
that is remembered as a single perceptual unit. Chunks are not only used for
storing information, and identifying key aspects of chess positions rapidly, but
knowledge associated with them in the player’s memory allows the nearly instan-
taneous derivation of response moves. Thus, the grandmaster’s encyclopedia of
chess knowledge contains many thousands of such units–a rough estimate is be-
tween 50,000 and double that much. This is perhaps one of the reasons for the
minimal period of 10 years required to reach a strong grandmaster level in chess.

Third, in spite of empirical support for the hypothesis of chunking (reviewed
at [17]), several empirical findings have challenged this model, suggesting that
Master’s chunks should be of higher level than originally predicted. Thus, the
template theory [18] was proposed as a refinement of the chunking theory. It
suggests that chunks sometimes develop into higher-level structures (templates),
containing slots allowing rapid memory encoding. Slots are created when there
is variable information for parts of positions belonging to the same class (possi-
bly chunks). Thus, the idea of hierarchical organization of chunks comes to the
fore. This theory has been more successful in accounting for empirical data, and
mainly the size of chunks.

2 Research and Study

2.1 Goals

As mentioned above, EAs have been previously applied to the domain of chess.
However, their success in generating a sound alternative to brute-force search
methods was limited at best. Our explanation for this is, that the true power
of evolutionary methods, and specifically Genetic Programming, in representing
and using knowledge, is still largely untapped.

We hypothesize that crafting strong players, which are more pattern and
knowledge oriented (and thus require less search), is possible with GP. As men-
tioned above, since strong human chess players use tens of thousands of knowl-
edge patterns, organized in chunks and templates, an artificial knowledge-based
player would probably require a large database of chess knowledge. How would
it relate to templates and chunks?
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While it is not impossible to imagine programming thousands of chess fea-
tures, finding and applying the correct combinations is exponential in nature.
Here GP steps in, constantly trying new combinations and combinations of com-
binations, beyond that which is possible to accomplish by (traditional) AI (arti-
ficial neural networks, for example, also traverse the search space but they lack
the ability to integrate deep knowledge in a natural manner).

Thus, our first goal is to construct such a database, embodied in GP-terminals.
While chess information is readily available, in the form of chess books, and in-
struction from chess Experts, selecting an efficient representation is still a key
issue. Should the terminals be related to given board locations, or should they be
more generic? Should they relate to specific pieces or nor? Should the terminals
for the opponent’s pieces be symmetrical to the ones examining the player’s?
Should every terminal be made applicable for the entire match?

Our second goal is to construct efficient GP-functions, defining the way
knowledge elements interact. While GP-functions propose a natural, simple way
of constructing complicated programs from relatively simple elements, careful
consideration should be paid to the desired nature of interaction: are we to form
boolean rules? Are arithmetical computations suited for the task? Should there
be different functions for different stages of the game? Should Automatically
Defined Functions (ADFs) be used?

The third goal (which we consider as the main one), in the light of findings
in our current research (given below), is to define a framework in the broader
sense, in which our GP-players will evolve and develop. We ask: is the current
methodology used in GP experiments enough? Would it be beneficial to extend
GP-trees to a more generic, network-like structure? Would the novel idea of
evolving the terminals and functions themselves (which we discuss below) help
in constructing stronger players? Should deeper game-tree search be included in
our model?

Our fourth goal is to try a somewhat different approach to evolving chess
programs, namely–evolving software engineering. As some strong chess engines’
code is available online, we ask–would it be possible to improve such an engine
by taking a piece of code (or a module) from it, replacing it with an evolved
one? If this is successful, it would be interesting to see how much of a given code
may undergo evolution. Also–are ceratin programs better candidates than others
for such experiments? Are specific parts of code more likely to be improved by
evolution?

2.2 Current Status

Some of the above questions were already (partially) answered in our on-going
research–see: [19], [20], [21], [22] and [23]. We hereby report some of our achieve-
ments:

In our first set of experiments, we evolved chess endgame players using ge-
netic programming, which successfully competed against CRAFTY, a world-
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class chess program2 on various endgames [19]. Thus, it would be safe to say
that our first two major goals are mostly accomplished–we constructed a full set
of terminals and functions, and tried them successfully in several settings (more
details in Section 3).

Part of the third goal was also accomplished in a set of experiments in which
we integrate tree-search into our individual [23]. Thus, we somewhat extended
our framework beyond the scope of the first experiments, but the other parts of
the goal still remain.

2.3 Future plans

As for now we partially achieved two of our main goals, the plan for the future is
to pursue the other two. We plan to branch to more endgames, and, if successful,
eventually tackle the middle-game, openings, and the entire game.

One of our basic assumptions is that solving the entire game by simply adding
more functions and terminals to our current design would not be feasible. Thus,
integrating knowledge of pattern recognition, both from the field of engineering
(probably, neural networks and statistical models), and from cognitive psychol-
ogy, would be necessary. A major phase in this PhD work would be to find ways
to integrate these fields of research into the GP framework.

Ideally, I wish to stay in academia and carry on with research of GP and
games.

2.4 Study

I am currently in my second year of PhD studies, out of four years. My research
proposal is already submitted, and I am to defend it in the near future.

3 Results

We developed a chess endgame player using GP [19]. In our work, each individual—
a LISP-like tree expression—represented a strategy, the purpose of which was to
evaluate a given board configuration and generate a real-valued score. The tree’s
internal nodes are called functions, and the leaves—terminals. We used simple
Boolean functions (AND, OR, NOT), and IF functions; terminals were used to
analyze certain features of the game position. We included a large number of ter-
minals, varying from simple ones (such as the number of moves for the player’s
king), to more complex features (for example, the number of pieces attacking
a given piece). A more complete description of functions and terminals used is
given below.

2 CRAFTY finished second at the 12th World Computer Speed Chess Champi-
onship, held in Bar-Ilan University in July 2004. According to www.chessbase.com,
CRAFTY has a rating of 2614 points, which places it at the human Grandmaster
level.
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In order to better control the structure of our programs we used Strongly
Typed Genetic Programming (STGP) [24], a method in which types are assigned
to all GP-tree edges. This way, it is possible to impose structural constraints on
the tree (for example, deciding that a given terminal may or may not be the
value returned from the entire tree).

3.1 Board evaluation

Our aim was to develop evaluation strategies that bear similarity to human board
analysis (for example, see [13] and [14]). Thus, instead of looking deep into the
game tree we traverse less nodes—but consider each node more thoroughly. As
such, our strategies use only limited lookahead–typically 1.

The machine player received as input all possible board configurations reach-
able from the current position by making one legal move (this is quite easy to
compute). After these boards are evaluated, the one that received the highest
score is selected, and that move is made. Thus, an artificial player is generated
by combining an (evolved) board evaluator with a program that generates all
possible next moves.

Although this approach has been successfully used in a number of game-
strategy evolution scenarios (see [1]), it was, as far as we know, the first time it
was applied to chess endgames.

3.2 Tree topology

Our programs played chess endgames consisting of kings, queens, and rooks (in
the future we shall also consider bishops and knights). Each game started from
a different (random) legal position, in which no piece is attacked, e.g., two kings,
two rooks, and two queens in a KQRKQR endgame. Although at first each
program was evolved to play a different type of endgame (KRKR, KRRKRR,
KQKQ, KQRKQR, etc.), which implies using different game strategies, the same
set of terminals and functions was used for all types. Moreover, this set was also
used for our more complex runs, in which GP chess players were evolved to play
several types of endgames. Our ultimate aim was the evolution of general-purpose
strategies.

Still, as most chess players would agree, playing a winning position (e.g., with
material advantage) is very different than playing a losing position, or an even
one. For this reason, each individual contained three trees: an advantage tree,
an even tree, and a disadvantage tree. These trees were used according to the
current status of the board. The disadvantage tree is smaller, since achieving a
stalemate and avoiding exchanges requires less complicated reasoning.

3.3 Tree nodes

While evaluating a position, an expert chess player considers various aspects of
the board. Some are simple, while others require a deep understanding of the
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game. Chase and Simon found that experts recalled meaningful chess formations
better than novices [14]. This lead them to hypothesize that chess skill depends
on a large knowledge base, indexed through thousands of familiar chess patterns.

We assumed that complex aspects of the game board are comprised of simpler
units, which require less game knowledge, and are to be combined in some way.
Our chess programs use terminals, which represent those relatively simple as-
pects, and functions, which incorporate no game knowledge, but supply methods
of combining those aspects. As we used STGP, all functions and terminals were
assigned one or more of two data types: Float and Boolean. We also included a
third data type, named Query, which could be used as any of the former two.

The function set used included the If function, and simple Boolean functions.
Although our tree returns a real number, we omitted arithmetic functions, for
several reasons. First, a large part of contemporary research in the field of ma-
chine learning and game theory (in particular for perfect-information games)
revolves around inducing logic rules for learning games (for example, see [25]
and [26]). Second, according to the players we consulted, while evaluating po-
sitions involves considering various aspects of the board, some more important
than others, performing logic operations on these aspects seems natural, while
mathematical operations does not. Third, we observed that numeric functions
sometimes returned extremely large values, which interfered with subtle calcula-
tions. Therefore the scheme we used was a (carefully ordered) series of Boolean
queries, each returning a fixed value (either an ERC or a numeric terminal, see
below). See Table 1 for the complete list of functions.

Table 1. Function set of GP individual. B: Boolean, F: Float.

F=If3(B1, F1, F2) If B1 is non-zero, return F1, else return F2
B=Or2(B1, B2) Return 1 if at least one of B1, B2 is non-zero, 0 otherwise
B=Or3(B1, B2, B3) Return 1 if at least one of B1, B2, B3 is non-zero, 0 otherwise
B=And2(B1, B2) Return 1 only if B1 and B2 are non-zero, 0 otherwise
B=And3(B1, B2, B3) Return 1 only if B1, B2, and B3 are non-zero, 0 otherwise
B=Smaller(B1, B2) Return 1 if B1 is smaller than B2, 0 otherwise
B=Not(B1) Return 0 if B1 is non-zero, 1 otherwise

We developed most of our terminals by consulting several high-ranking chess
players (the highest-ranking player we consulted was Boris Gutkin, ELO 2400,
International Master, and fully qualified chess teacher). The terminal set exam-
ines various aspects of the chessboard, and is be divided into 3 groups:

1. Float values, created using the ERC (Ephemeral Random Constants) mecha-
nism (see [27] for details). An ERC is chosen at random to be one of the following
six values ±1 · { 1

2 , 1
3 , 1

4} · MAX (MAX was empirically set to 1000), and the
inverses of these numbers. This guarantees that when a value is returned after
some group of features has been identified, it will be distinct enough to engender
the outcome.
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2. Simple terminals, which analyze relatively simple aspects of the board, such as
the number of possible moves for each king, and the number of attacked pieces
for each player. These terminals were derived by breaking relatively complex
aspects of the board into simpler notions. More complex terminals belong to
the next group (see below). For example, a player should capture his opponent’s
piece if it is not sufficiently protected, meaning that the number of attacking
pieces the player controls is greater than the number of pieces protecting the
opponent’s piece, and the material value of the defending pieces is equal to or
greater than the player’s. Adjudicating these considerations is not simple, and
therefore a terminal that performs this entire computational feat by itself belongs
to the next group of complex terminals.

The simple terminals comprising this second group are derived by refining
the logical resolution of the previous paragraphs’ reasoning: Is an opponent’s
piece attacked? How many of the player’s pieces are attacking that piece? How
many pieces are protecting a given opponent’s piece? What is the material value
of pieces attacking and defending a given opponent’s piece? All these questions
are embodied as terminals within the second group. The ability to easily embody
such reasoning within the GP setup, as functions and terminals, is a major asset
of GP.

Other terminals were also derived in a similar manner. See Table 2 for a com-
plete list of simple terminals. Note that some of the terminals are inverted—we
would like terminals to always return positive (or true) values, since these val-
ues represent a favorable position. This is why we used, for example, a terminal
evaluating the player’s king’s distance from the edges of the board (generally a
favorable feature for endgames), while using a terminal evaluating the proximity
of the opponent’s king to the edges (again, a positive feature).

3. Complex terminals. These are terminals that check the same aspects of the
board a human player would. Some prominent examples include: the terminal
OppPieceCanBeCaptured considering the capture of a piece; checking if the
current position is a draw, a mate, or a stalemate (especially important for non-
even boards); checking if there is a mate in one or two moves (this is the most
complex terminal); the material value of the position; comparing the material
value of the position to the original board—this is important since it is easier to
consider change than to evaluate the board in an absolute manner. See Table 3
for a full list of complex terminals.

3.4 Fitness evaluation

As we used a competitive evaluation scheme, the fitness of an individual was
determined by its success against its peers. We used the random-2-ways method,
in which each individual plays against a fixed number of randomly selected peers.
Each of these encounters entails a fixed number of games, each starting from a
randomly generated position.

The score for each game is derived from the outcome of the game. Players
that manage to mate their opponents receive more points than those that achieve
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Table 2. Simple terminals. Opp: opponent, My: player.

B=NotMyKingInCheck() Is the player’s king not being checked?
B=IsOppKingInCheck() Is the opponent’s king being checked?
F=MyKingDistEdges() The player’s king’s distance form the edges of the board
F=OppKingProximityToEdges() The player’s king’s proximity to the edges of the board
F=NumMyPiecesNotAttacked() The number of the player’s pieces that are not attacked
F=NumOppPiecesAttacked() The number of the opponent’s attacked pieces
F=ValueMyPiecesAttacking() The material value of the player’s pieces which are attack-

ing
F=ValueOppPiecesAttacking() The material value of the opponent’s pieces which are at-

tacking
B=IsMyQueenNotAttacked() Is the player’s queen not attacked?
B=IsOppQueenAttacked() Is the opponent’s queen attacked?
B=IsMyFork() Is the player creating a fork?
B=IsOppNotFork() Is the opponent not creating a fork?
F=NumMovesMyKing() The number of legal moves for the player’s king
F=NumNotMovesOppKing() The number of illegal moves for the opponent’s king
F=MyKingProxRook() Proximity of my king and rook(s)
F=OppKingDistRook() Distance between opponent’s king and rook(s)
B=MyPiecesSameLine() Are two or more of the player’s pieces protecting each

other?
B=OppPiecesNotSameLine() Are two or more of the opponent’s pieces protecting each

other?
B=IsOppKingProtectingPiece() Is the opponent’s king protecting one of his pieces?
B=IsMyKingProtectingPiece() Is the player’s king protecting one of his pieces?

Table 3. Complex terminals. Opp: opponent, My: player. Some of these terminals
perform lookahead, while others compare with the original board.

F=EvaluateMaterial() The material value of the board
B=IsMaterialIncrease() Did the player capture a piece?
B=IsMate() Is this a mate position?
B=IsMateInOne() Can the opponent mate the player after this move?
B=OppPieceCanBeCaptured() Is it possible to capture one of the opponent’s pieces with-

out retaliation?
B=MyPieceCannotBeCaptured() Is it not possible to capture one of the player’s pieces

without retaliation?
B=IsOppKingStuck() Do all legal moves for the opponent’s king advance it

closer to the edges?
B=IsMyKingNotStuck() Is there a legal move for the player’s king that advances

it away from the edges?
B=IsOppKingBehindPiece() Is the opponent’s king two or more squares behind one of

his pieces?
B=IsMyKingNotBehindPiece() Is the player’s king not two or more squares behind one

of my pieces?
B=IsOppPiecePinned() Is one or more of the opponent’s pieces pinned?
B=IsMyPieceNotPinned() Are all the player’s pieces not pinned?



39

only a material advantage. Draws are rewarded by a score of low value and losses
entail no points at all.

The final fitness for each player is the sum of all points earned in the entire
tournament for that generation. We used the standard reproduction, crossover,
and mutation operators, as in [27]. The major parameters were: population size
– 80, generation count – between 150 and 250, reproduction probability – 0.35,
crossover probability – 0.5, and mutation probability – 0.15 (including ERC).

3.5 Results

Our evolved players were capable of drawing (and winning once in a while)
against the CRAFTY engine (version 19.01) by Hyatt (CRAFTY’s source code
is available at ftp://ftp.cis.uab.edu/pub/hyatt). CRAFTY is a state-of-the-
art chess engine, which uses a typical brute-force approach, with a fast evaluation
function (NegaScout search) and all the standard enhancements [28]. CRAFTY
finished second at the 12th World Computer Speed Chess Championship, held in
Bar-Ilan University in July 2004. According to www.chessbase.com, CRAFTY
has a rating of 2614 points, which places it at the human Grandmaster level.
CRAFTY is thus, undoubtedly, a worthy opponent.

GP individuals were also pitted against MASTER: A strategy we devel-
oped by consulting several highly skilled chess players, including an International
Chess Master (see Section 3.3). We implemented the ideas gleaned—both as ter-
minals, and as more sophisticated terminal combinations, reflecting deep consid-
erations while evaluating a position—to form the strongest man-made evaluation
function we could construct: MASTER. Our evolved program, GPEC, turned
out to be notably better than MASTER, the best program we could come up
with.

We challenged both CRAFTY and MASTER in fast-paced games (known as
blitz games), playing 4 types of endgames: KRKR (i.e., King and Rook vs. King
and Rook), KRRKRR, KQKQ, and KQRKQR. Strategies were first evolved to
play one type of endgame, and then to play multiple endgames. The former
means that the same pieces (one endgame type) were used as starting board,
with their positions changing randomly, while the latter means that several com-
binations of pieces (several endgame types) were used, their placement also being
random. Since random starting positions can sometimes be uneven (for example,
allowing the starting player to attain a capture position), every starting position
was played twice, each player playing both Black and White. This way a better
starting position could benefit both players and the tournament was less biased
(this stratagem was adopted for both fitness evaluation and post-evolutionary
benchmarking).

Although individuals developed in multiple-endgame runs achieved slightly
lower scores against our two opponents, scores were still close to draw, includ-
ing some wins as well 3. In addition, GP individuals learned more generalized

3 Note, that although most starting positions are theoretically tied due to equal ma-
terial, maintaining the draw is no simple task, especially against CRAFTY who is
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patterns, allowing them to compete successfully in several types of games. This
suggests stronger learning has taken place. Table 4 summarizes the results at-
tained (for more detailed results, please refer to [19]).

Table 4. Percent of wins, advantages, and draws for best GP-EndChess player in
tournament against two top competitors.

%Wins %Advs %Draws

MASTER 6.00 4.00 80.00
CRAFTY 2.00 2.00 77.00

4 Achievements and Future Work

Results obtained show that a GP alternative to brute-force solutions in game
AI, may be starting to emerge. Since most pattern-based programs nowadays
are considered to be far from competitive when using a brute-force approach
(see [25]), the results we obtained may imply that we have made a step towards
developing a program that has more in common with the way humans play
chess. Though there is still some work being done regarding Chess and EAs
(as mentioned above), a full-blown competitive genetic chess player has not yet
constructed.

In a separate paper [22], we analyzed the performance of our evolved play-
ers and showed that, in several ways, it is emergent–the overall behavior (for
example, preferring moves leading to mate-in-4 over those leading to mate-in-
6) cannot be explained trivially by combining its atomic units (i.e. functions
and terminals). Indeed, the capabilities of our players are far beyond the input
imbued into them. This supports the fact that GP still has much untapped po-
tential in the field of game AI. Another interesting avenue of research could be
further analyzing our players by examining their similarity to human players,
which may be also be fruitful to AI research.

In the future, I intend to test the limit of GP’s power for creating AI for
games, in several ways:

– As stated above, full machine chess-players should probably be familiar with
thousands of patterns. I intend to examine ways of discovering these patterns
(or terminals) automatically, with an evolutionary process dedicated to this
purpose.

capable of winning if the opponent makes even a small mistake. Moreover, as some
positions may be close to a mate (since we are playing with strong pieces), and
CRAFTY will always identify a close mate, maintaining an overall draw score is
even more difficult.
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– After these elements are discovered, the issue of integrating them remains.
As ADFs may be used to do so, I am interested in checking whether a more
generic structure for GP-individuals may be better suited for this task. Thus,
I intend to examine more generic graphs for representing GP-individuals.

– Another avenue of research (also mentioned above) would be to improve
strong chess-programs (such as CRAFTY) with evolution. If evolution would
be able to improve a program that has been optimized by humans for several
years, it would be no small accomplishment.

5 Feedback

I feel, that a Doctoral Consortium would benefit me greatly. First, it is a chance
to hear how the leading experts in the field view my work, and past achievements.
I am positive they will provide me with constructive criticism. Second, as I wish
to explore several new avenues of research, I think that their experience in the
field could help me focus by pointing me in the right direction and help me
progress considerably faster towards my research goals.
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grams. In Langdon, W.B., Cantú-Paz, E., Mathias, K., Roy, R., Davis, D., Poli, R.,
Balakrishnan, K., Honavar, V., Rudolph, G., Wegener, J., Bull, L., Potter, M.A.,
Schultz, A.C., Miller, J.F., Burke, E., Jonoska, N., eds.: GECCO 2002: Proceed-
ings of the Genetic and Evolutionary Computation Conference, New York, Morgan
Kaufmann Publishers (2002) 740–747

9. Marsland, T.A., Reinefeld, A., Schaeffer, J.: Research note: Low overhead alter-
natives to sss. Artificial Intelligence 31 (1987) 185–199

10. Marsland, T.A., Campbell, M.S.: A survey of enhancements to the alpha-beta
algorithm. In: Proceedings of the ACM National Conference. (1981) 109–114



42

11. Fogel, D., Hays, T.J., Hahn, S., Quon, J.: A self-learning evolutionary chess pro-
gram. In: Proceedings of the IEEE. Volume 92:12., IEEE Press (2004) 1947–1954

12. Chase, W., Simon, H.: Perception in chess. Cognitive Psychology 4 (1973) 55–81
13. Chabris, C.F., Hearst, E.S.: Visualization, pattern recognition, and forward search:

Effects of playing speed and sight of the position on grandmaster chess errors.
Cognitive Science 27 (2003) 637–648

14. Charness, N.: Expertise in chess: The balance between knowledge and search. In
Ericsson, K.A., Smith, J., eds.: Toward a general theory of Expertise: Prospects
and limits. Cambridge University Press, Cambridge (1991)

15. Reingold, E.M., Charness, N., Pomplun, M., Stampe, D.M.: Visual span in expert
chess players: evidence from eye movements. Psychological Science 12 (2001) 48–55

16. Groot, A.D.D.: Thought and Choice in Chess. The Hague, The Netherlands:
Mouton & Co (1965)

17. Gobet, F., Lane, P.C.R., Croker, S., Cheng, P.C.H., Jones, G., Oliver, I., Pine, J.:
Chunking mechanisms in human learning. Trends in Cognitive Sciences 5 (2001)
236–243

18. Gobet, F., Simon, H.A.: Templates in chess memory : A mechanism for recalling
several boards. Cognitive Psychology 31 (1996) 1–40

19. Hauptman, A., Sipper, M.: GP-endchess: Using genetic programming to evolve
chess endgame players. In Keijzer, M., Tettamanzi, A., Collet, P., van Hemert,
J.I., Tomassini, M., eds.: Proceedings of the 8th European Conference on Genetic
Programming. Volume 3447 of Lecture Notes in Computer Science., Lausanne,
Switzerland, Springer (2005) 120–131

20. Sipper, M., Azaria, Y., Hauptman, A., Shichel, Y.: Designing an evolutionary
strategizing machine for game playing and beyond. IEEE Transactions on Systems,
Man, and Cybernetics, Part C: Applications and Reviews (2006) (to appear).

21. Hauptman, A., Sipper, M.: Analyzing the intelligence of a genetically programmed
chess player. In: Late Breaking Papers at the Genetic and Evolutionary Compu-
tation Conference 2005. Washington DC. (2005)

22. Hautpman, A., Sipper, M.: Emergence of complex strategies in the evolution of
chess endgame players. Advances in Complex Systems (2006) (conditionally ac-
cepted).

23. Hauptman, A., Sipper, M.: Evolution of an efficient search algorithm for the mate-
in-n problem in chess. In: Proceedings of the 10th European Conference on Genetic
Programming (accepted). (2007)

24. Montana, D.J.: Strongly typed genetic programming. Evolutionary Computation
3 (1995) 199–230

25. Fürnkranz, J.: Machine learning in computer chess: The next generation. Interna-
tional Computer Chess Association Journal 19 (1996) 147–161

26. Bain, M.: Learning Logical Exceptions in Chess. PhD thesis, University of Strath-
clyde, Glasgow, Scotland (1994)

27. Koza, J.R.: Genetic Programming II: Automatic Discovery of Reusable Programs.
MIT Press, Cambridge Massachusetts (1994)

28. Jiang, A.X., Buro, M.: First experimental results of ProbCut applied to chess. In:
Proceedings of 10th Advances in Computer Games Conference, Kluwer Academic
Publishers, Norwell, MA (2003) 19–32



A Framework to Solve Complex Optimization 
Problems Using Robust Evolutionary Algorithms over a 

GRID Environment 

Asim Munawar1 

1 Graduate School of Information Science and Technology 
Hokkaido University, Sapporo 060-0811 Japan 

asim@uva.cims.hokudai.ac.jp 

Abstract. This paper presents a framework for solving complex optimization 
problems employing robust evolutionary search techniques over a GRID com-
puting environment. We prove that robustness of the modern evolutionary 
search techniques combined with the computational power provided by a GRID 
computing environment can be exploited to implement a relatively general pur-
pose optimization framework. In the presented research advanced GAs (Genetic 
Algorithms—a class of evolutionary algorithms) are used as an attempt to pro-
vide the required robustness. One of the major problems with classical GAs is 
the problem of encoding the chromosomes. For classical GAs encoding of 
chromosomes is mostly problem dependent, thus making GAs difficult to use 
and hence a second choice of the users. We have used parallel GAs based on 
gene-analysis namely LINC (Linkage Identification by Non-linearity Check) in 
an attempt to make the performance of GAs independent of the coding method 
being used. At the end of this PhD project we intend to implement a fully func-
tional PSE (Problem Solving Environment) over NAREGI (NAtional REsearch 
Grid Initiative—GRID system of Japan) for solving optimization problems. 
This will be the first PSE of its kind on NAREGI. We call this problem solving 
environment a VIL (Virtual Innovative Laboratory). To make our VIL-PSE 
interoperate smoothly with other PSEs provided by NAREGI or other GRID 
systems, we plan to stick with BSML (Binding Schema Markup Language) for 
data interchange in our PSE. The user will be able to interact with the planned 
PSE by using the WFM (Work Flow Management) system of NAREGI. The 
results section of the paper proves the robustness and speedups achieved by us-
ing the proposed architecture. 

1   Introduction 

The recent advances in the field of Evolutionary Computations and Computational 
GRID have inspired the idea of this project. In this section we will give a brief over-
view of the main issues related with the presented work, the recent research in the 
field and the possible solutions. We will also discuss the reasons why we selected the 
presented method. We will discuss the evolutionary search techniques, GRID systems 
and the BSML separately. 
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1.1   Evolutionary Search Techniques 

Evolutionary Algorithms and in particular Genetic Algorithms (GAs) are search tech-
niques used in computer science to find solutions for optimization and search prob-
lems. Specifically they fall into the category of global search heuristics and are there-
fore generally an approximation of the correct result. Genetic algorithms are a par-
ticular class of evolutionary algorithms that uses techniques inspired by evolutionary 
biology such as inheritance, mutation, selection, and crossover (also called recombi-
nation). 

According to NFL (No Free Lunch) Theorem[1] “a general-purpose universal op-
timization strategy is theoretically impossible, and the only way one strategy can 
outperform another is if it is specialized to the specific problem under consideration”. 
This implies that we cannot make an optimization algorithm that can solve all the 
known optimizations problems with the same efficiency. However, GAs are known to 
produce considerably good results for a large number of optimization problems.  

Recent studies have shown that the power of a genetic search lies in its processing 
of BBs (Building Blocks)—essential subcomponent of solutions—through crossover 
and selection. Recent work [2] has shown that effective BB mixing is absolutely 
essential. For the effective mixing, a set of loci that belongs to a BB need to be tightly 
linked in crossover to avoid disruptions. The tightness of loci is referred to as linkage 
and a set of loci tightly linked is called a linkage set or a linkage group[3]. 

In genetics, linkage is the tendency for alleles of different genes to be passed to-
gether from one generation to the next [4]. This definition indicates that such genes 
should be mapped closely in the same chromosome [3]. In the case of classical GAs 
the user is supposed to encode his problem in such a way that the tight linkage is 
ensured, but it is a cumbersome process in most of the cases and sometimes it is even 
impossible. 

 After a thorough review of latest GAs, we are now using linkage identification 
based GAs to fulfill our requirements. Namely we are using the LINC (Linkage Iden-
tification  by Nonlinearity Check) [3] GA. LINC checks nonlinearity for a pair of loci 
by bit-wise perturbations to obtain linkage groups. We have developed a series of 
linkage Identification  techniques such as LINC [3], LIMD (Linkage Identification 
with non-Monotonicity Detection) [5], LIEM (Linkage Identification with Epistasis 
Measures), and others that we intend to incorporate in our project at latter stages. 

Another line of research on realizing robust evolutionary search has resulted in the 
algorithms called EDAs (Estimation of Distribution Algorithms) [6], which analyzes 
the target problems by estimating probabilistic distributions from a set of promising 
solutions. Even though we will not discuss it in detail, we have developed a hybrid 
method by combining both linkage identification and estimation of distribution. We 
may incorporate it in our project after looking at the results. A point to note is that 
instead of using LINC we are using its parallel version called pLINC[7]. 
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1.2 GRID Computing 

Robust evolutionary algorithms usually require a lot of computational power. In our 
work we depend on the GRID computing [8] environment to get the required compu-
tational and storage resources. 

GRID computing is a form of distributed computing that involves coordinating and 
sharing computing, application, data, storage, or network resources across dynamic 
and geographically dispersed organizations. The grand vision is often presented as an 
analogy to power GRIDs where users (or electrical appliances) get access to electric-
ity through wall sockets with no care or consideration for where or how the electricity 
is actually generated. In this view of GRID computing, computing becomes pervasive 
and individual users (or client applications) gain access to computing resources (proc-
essors, storage, data, applications, and so on) as needed with little or no knowledge of 
where those resources are located or what the underlying technologies, hardware, 
operating system, and so on are. 

GRID surely is the future of computing and it has the potential to provide low-cost 
supercomputing capabilities to the GRID users. GRID technologies promise to 
change the way organizations tackle complex computational problems. It is an evolv-
ing area of computing. Standards and technologies are still being developed to enable 
this new paradigm. In order to make our project interoperable with other GRID sys-
tems we are using the globally recognized Globus Toolkit 4.0.2(GT)[9]. 

By the end of this PhD dissertation we plan to implement a fully functional optimi-
zation PSE(Problem Solving Environment) over the Grid system of Japan i.e. 
NAREGI[10]. PSE is specialized software for solving one class of problems. In our 
case the planned PSE will require the user (or some other PSE) to input the data and 
based on that data the PSE will be able to produce a sufficiently good result. PSEs 
can be registered and deployed using NAREGI’s workflow tools. This PSE when 
completed will be the first of its kind over NAREGI. 

1.3 BSML (Binding Schema Markup Language)[11] 

As discussed in the last section we intend to make a fully functional PSE by the end 
of this project. Therefore interoperability with other GRID systems and other PSEs is 
a very important issue. We have used a standard XML based language known as 
BSML [11] for data interchange in PSE. BSML view the model specification and 
execution as a management of semi structured data. BSML fulfills all the data re-
quirements for any PSE. BSML summarize all the requirements by three standard 
techniques for working with semi structured data—validation, binding, and conver-
sion. Validation establishes data conformance to a given schema. Binding refers to 
integrating semi structured data with languages that were designed for different pur-
poses. Conversion (transformation) takes care of the difference in data formats. 
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2   Research and Study 

2.1   Goals  

We call our PSE a Virtual Innovative Laboratory (VIL) [12]. The work presented 
here is a step towards VIL. VIL seeks for realizing virtual laboratory that innovates 
automatically to find optimal solutions, designs, etc. VIL intend to replace a part of 
human designer’s try-and-error processes. 

We want to construct a PSE accessible to researchers, using which they can solve 
their optimization problems without any knowledge about the underlying algorithms. 
User will only be required to input the problem and leave the rest to the PSE. 

In order to meet our goals within the planned time period, we plan to proceed in 
steps: 
1. In the first step we would like to for the most suitable algorithms for our environ-

ment. 
2. In the second phase we intend to look for the best possible architecture over the 

GRID environment for the final implementation of the targeted PSE. 
3. In the third phase we plan to work on the visual interfaces and monitoring systems. 

2.2   Current Status 

Current studies and work are toy examples of more complex application architecture. 
At this time we have concentrated all our efforts to the following problems: 
1. We have strived to find the most suitable algorithm for our application. 
2. Even though we want to construct a PSE at the end of our project, for the time 

being we have successfully implemented an optimization system as a web service 
over a GRID computing environment. 

3. We have decided to stick to the XML based markup language (BSML) for data 
exchange with the planned PSE. 

4. We have shown the robustness of the algorithms being used and the considerable 
speedups achieved by using pLINC over a GRID environment. 

5. We have successfully passed through a difficult stage of getting familiar with the 
GT. As GT is difficult to work with and understand due to lack of documentation.  

6. We have finished studying job scheduling with GRAM (Globus Resource Alloca-
tion Manager) and will incorporate it in the project very soon. 

7. We have installed NAREGI beta 1.0 version in our lab and we are now connected 
to the national GRID of Japan.  

2.3   Future Planning 

1. We plan to study more about the GRID middleware (especially NAREGI[10]) as 
an effort to find out the most optimal architecture for our application. 
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2. We plan to continue our search for better algorithms, and research on hybrid algo-
rithms. 

3. We plan to add the monitoring support to our system. 
4. We will upgrade to beta 2.0 version of NAREGI as soon as it becomes available. 

Beta 2.0 version is expected in 2007 summer. 
5. By the end of this PhD dissertation we plan to implement a fully functional PSE 

that will be able to solve optimization problems on its own and will require mini-
mal input from the user. 

6. We have plans to formulate a system that will be capable of selecting the best GA 
for the given input data. In this case we will incorporate different GAs into our 
system and based on the analysis of the given input data the PSE will apply the 
most suitable GA to the input data. For this we will need to distinguish the features 
of the GAs that differentiate one algorithm from the other. Then we will need to 
devise a method of finding the most appropriate GA for a given case by analyzing 
the input data. Similar mechanism is already being used in most of the professional 
optimization software’s using deterministic techniques for optimization, but to the 
best of my knowledge a workable system of this kind doesn’t exist for GAs. 

7. I would like to continue this research even after my PhD. After the completion of 
my PhD I would like to join a well reputed University or R&D organization. 

2.4   Study 

The presented PhD study has been conducted at Hokkaido University, Sapporo, Japan 
over the period of 1.5 years. The work is pretty much in its very initial stages. We 
intend to continue this research work for a minimum of 5 more years. Therefore I 
think that this is the perfect time to get a feedback from the learned audience of 
EvoPhD 2007. 

3 Results & Methodology 

3.1   Methodology (Realizing Virtual Innovation Laboratory) 

In this section we will explain our architecture in detail. 

3.1.1 Parallel Linkage Dependent Algorithm [7]: 
Figure 1 shows the steps required to implement LINC algorithm. The LINC algorithm 
checks all the strings in a population to find if there exists a non-linearity between 
any pair of loci or not. If any nonlinear interaction is found between a pair of loci 
then they are added to the linkage set. Let us consider a string “ lsssss L321= ” that 
represents the target chromosome. Changes in fitness values by bit-wise perturbations 
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Linkage Identification

Intra GA Intra GA Intra GA

Inter GA

In each
Linkage

BB
Candidates

 

Algorithm for LINC-GA 
1.   Initialize Population 
2.   LINC 
3.   Intra GA 
4.   Select Candidates of BBs 
5.   Inter GA 

Fig. 1. Steps involved in LINC-GA 

to “ s ” are defined as follows: 
 )()()( LLLLLL iii sfsfsf −=∆

 )()()( LLLLLL jjj sfsfsf −=∆
 )()()( LLLLLL jijiij ssfssfsf −=∆  

  Where, ii ss −= 1  and jj ss −=1 in binary strings.  

(1) 

If )()()( sfsfsf jiij ∆+∆=∆ , that is, changes of fitness valued by perturbations 
on is and js are additive, which indicates a linear interaction between them, and 
if )()()( sfsfsf jiij ∆+∆≠∆ , they are not additive, which means nonlinearity. 

 
Initialize a population

Calc Calc Calc

Generate linkage groups

Intra GA Intra GA Intra GA

Inter GA

1. Randomly Initialize a population of O(c2k) strings

2. Broadcast the population to processors

3. Parallel calculations of nonlinearity conditions

4. Collect results of the nonlinearity conditions

5. Generate linkage groups based on the results

6. Assign schemata to each linkage group

7. Parallel execution of Intra GAs

8. Collect BB candidates

9. Perform an Iner GA to obtain solution(s)  
Fig. 2. pLINC Algorithm [7] 

By looking at Figure 1 we can see that IntraGA calculation is inherently parallel. 
pLINC (parallel LINC)[7] algorithm parallelize the linkage identification stage too. 
InterGA is not computationally intensive therefore is not parallelized. pLINC[7] is 
represented by Figure 2. Note that InterGA stage is not parallelized. 

 
1. set t  0  and randomly generate initial population P(0) 
2. Copy the initial population P(0) to all the worker nodes in the GRID 
3. After initialization of GRAM job by web service node each node will find Linkage Set for 

SizeOfInitialPopulation / NumberOfWorkingNodes Strings.  
4. Return all the calculated Linkage Sets to the web service node. 
5. Web service node will to remove the redundancies and will formulate the final linkage sets. 
6. Web service node will initialize GRAM job to calculate the IntraGA on each Worker Node. 
7. The result of all the GRAM jobs is again returned to the web service node. 
8. Web service node arranges the results received from each worker and perform the InterGA to find 

the best results. 
 

Note: “Web Service Node”, “Worker Nodes”, and “GRAM jobs” are defined in the next section 

Fig. 3. Proposed implementation of pLINC[7] over a GRID 
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Figure 3 shows the proposed implementation of pLINC algorithm over a GRID 
environment. Please note that the implementation is specific to GT 4.0.x[9]. 

3.1.3   Implementation over a GRID environment: 
Even though we want to implement a fully functional PSE by the end of this PhD 
dissertation but for the time being we have implemented our architecture as a web 
service running inside a GT4.0.x container [9]. The web service breaks the problem 
into smaller sub problems using LINC and distributes the workload over the GRID.  
 

Client

W eb Service Node

Jobs

W orker Nodes

W SDL Interface

Virtual Organization

XML Input

ResultsUser

XML Strings

 
 Fig. 4. Top level architecture of pGA with linkage identification on GRID environment 

The basic architecture of the overall application running on the GRID is given in 
figure 4. Once the input is given to the web service, the web service automatically 
discovers all the nodes available in the virtual organization (VO) using the “De-
faultIndexService” running on the VO root node. After this step the web service is 
able to run the Jobs on any GRID node that has Globus Toolkit (GT) 4.0.x installed 
on it or is running any other job scheduler like Portable Batch System (PBS). 

We have used GT4.0.2[9] to implement the web service. GT is an open source 
toolkit that provides many different services which helps in building GRID systems 
and applications running in a GRID environment. GT is being developed by Globus 
Alliance in collaboration with many different organizations from all over the world. 

Web Service 
The implemented web service is running in the GRID container and there is only one 
running in the whole GRID. GT 4.0.x services used explicitly by our web service are 
GRAM (GRID Resource Allocation and Management) service and RFT (Reliable 
File Transfer) service. RFT service uses GRIDFTP for its internal working. GRAM 
service provides an interface for requesting and using remote system resources for the 
execution of "jobs" on remote hosts, while RFT is a web service that provides inter-
face for controlling and monitoring third party file transfers.  

Client 
Client is a java application with graphical user interface that is actually consuming 
the web service using the WSDL (Web Service Definition Language) interface pro-
vided by the web service. For the time being we assume that there is only one Client 
running at one time in our experimental GRID. However in a real environment there 
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can be many running at the same time. We will incorporate this feature at latter stages 
of this project. 

Worker Node  
In this paper we call any node that has the potential of running the job created by the 
web service a worker node. In case of GT4 any node having GT4.0.x installed on it or 
any node running job scheduling software (Portable Batch System (PBS) or IBM 
LoadLeveler) can become a worker node. 
 

Client

User

Web Service
Client use WSDL interface to talk to web service

VO root

GT4 Nodes PBS or SGE Nodes

Web Service

GT4 Nodes PBS or SGE Nodes

Web Service

Client

User

Query
“DefaultIndexService”

List of available
Hosts

XML File

Submit LINC job

Result of conditions

Submit Intra GA job

BBs returned

Result returned

Result displayed

Perform Inter GA

Linkage Sets
generation

 
Fig. 5. Flow chart diagram displaying the overall sequence of events 

Figure 5 shows the flow of data and initialization of the GRAM jobs in detail using a 
flow chart diagram. 

3.1.2 Proposed BSML user interface: 
The BSML[11] actually defines a DTD (Document Type Definition) using which we 
can define our own XML schemas depending on the requirements of our PSE. A 
sample XML schema for input file is given in figure 6. User input must comply with 
this schema for a successful execution of the web service. We need to define separate 
XML schemas for all kinds of message passing. 
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<sequence> 
 <schema id=’InitialPopulation’> 
  <repetition min=”0” max=“PopSize”> 
   <element name=‘chromosome’ type=‘string’> 
    <attributes name=‘ChromLength’ type=‘double’> 
   </element> 
  </repetition> 
 </schema> 
</sequence> 
<selection> 
 <sequence> 
  <element name=‘SimpleGA’ /> 
  <!-- Other properties of Simple GA like Pop Size and so on --> 
 </sequence> 
 <sequence> 
  <element name=‘LinkageIdentificationGA’ /> 
  <selection> 
   <element name=‘LINC’ /> 
   <element name=‘LIMD’ /> 
   <!– We can add others like LIEM and so on --> 
  </selection> 
  <!--  Other Properties of LinkageIdentificationGA can be defined here like number of Inter GA 
   Generations and number of Intra GA generations--> 
 </sequence> 
</selection> 

Fig. 6. Sample “XML Schema for Input String” based on BSML 

3.2   Experiment 

We have selected two different test functions. Both are famous optimization problems 
often used for the purpose of benchmarking: 
• The Maximum Satisfiability problem (MAX-SAT) problem [13] 
• Sum of trap functions. 

MAX-SAT Problem 
The MAX-SAT is an FNP generalization of Satisfiability problem (SAT), that asks 
for the maximum number of clauses which can be satisfied by any assignment. The 
problem comes into the category of NP-hard problems. We have selected MAX-SAT 
problem because a method able to solve MAX-SAT will be able to solve problems 
where an optimum solution has to be found (i.e. Optimization problems). 

MAX-SAT problem can be defined as: 
 

∑
=

=
cN

i
i sfsf

1
)()(  (2) 

)()( 1 Njjjii ssswsf ++ ∨∨∨= L  (3) 

Where, cN is the number of clauses, vN is one less then the number of variables in 
string S , iw is the weight of the clause , Njjj sss ++ ,,, 1 L are a single bit or comple-
ment of that bit of the string S and vNN ≤ . 
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Sum of Trap Functions 
Trap function can be defined as: 

∑
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Where “ui” is number of ones in each 5 bit substring of “s”. this function is consid-
ered to be GA difficult and is often used for benchmarking purposes. 

Best Case Results 
In this section we try to find the bound on the best case speedup for our system. Let 
us assume that the total number of worker nodes in our GRID is “n”.  

Serial Implementation case 
Time required for the best possible serial implementation using the same algorithm 
with same genetic operators. 

InterGAIntraGALINCtotal tttt ++=  (6) 

Where, “ttotal” is the total execution time of the serial algorithm, “tLINC” is the time 
to calculate Linkage Sets, “tIntraGA” is the time for IntraGA part and “tInterGA” is the 
time required to calculate InterGA. 

Parallel implementation on GRID 
We assume that all the nodes used in the parallel implementation are of the same 
specifications as those of serial implementation. Moreover the genetic operators used 
in the parallel implementation are also the same as that of serial implementation. 

ionCommunicatInterGAIntraGALINCtotal ttttt ′+′+′+′=′  (7) 

Where, “ totalt ′ ” is the total execution time of the presented parallel GA in GRID 
environment, “ LINCt ′ ” is the total time taken by LINC on the parallel system in ideal 
situation, “ IntraGAt ′ ” and “ InterGAt ′ ” is total time taken by IntraGA and InterGA respec-
tively to run in the presented environment. “ ionCommunicatt ′ ” is the time consumed in 
communication between different nodes throughout the execution. 

We will consider the ideal scenario, and will calculate the upper limit for the per-
formance gain. For best possible case we will consider the communication time to be 
negligibly small or zero i.e. 0=′ ionCommunicatt . Therefore making ntt LINCLINC /=′  and 

ntt IntraGAIntraGA /=′ , where “n” is the total number of worker nodes. As the InterGA 
is not executed parallely therefore using equation 7: 

InterGAInterGA tt =′  (8) 

InterGA
IntraGALINC

total t
n

t
n

tt ++=′  (9) 
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InterGA
IntraGALINC

total t
n
ttt +

+
=′  (10) 

As the time required by InterGA is negligible as compared to the time required for 
calculating linkages and IntraGA. Therefore equation 10 becomes 

n
tt total

total =′  (11) 

Therefore we can reduce the execution time by “n” times in ideal conditions. The 
proposed architecture specially performs well when the fitness evaluation takes con-
siderable time for single individual, which is mostly the case in real life situations. 
We can easily ignore the communication delays in such case. However this assump-
tion is wrong for the functions that take negligibly small time for calculation of fit-
ness value like a simple trap function. 

3.3 Results 

Robustness 
Table 1 shows the result of different SAT bench marking problems taken from library 
provided by SATLIB[13]. It can be noticed from the “Average Quality of Solution” 
column that the quality of the solution decreases gradually with increase in the num-
ber of variables and clauses. Therefore, suggesting the robustness of the algorithms 
being used. Please note that the number of variables corresponds to the length of the 
chromosomes. 

Table 1. The results of MAX_SAT problem using the PGA with linkage identification 

Proposed Architecture 

S# Problem # # of 
Runs Clauses Variables 

Average 
Quality of 
Solution 

Number of 
False Clause 
for Each Run 

1 uf20-010 5 91 20 1 0,0,0,0,0 

2 uf20-0140 5 91 20 1 0,0,0,0,0 
3 uf50-01000 5 218 50 0.97 6,8,7,6,7 

4 uf50-0122 5 218 50 0.982 4,5,2,4,4 

5 uf75-096 5 325 75 0.97 10,11,13,10,9 

6 uuf100-01000 5 430 100 0.94 30,25,31,23,20 
7 uuf100-01 5 430 100 0.95 25,20,19,24,22 
8 uuf100-02 5 430 100 0.953 16,21,18,19,25 

9 uf125-025 5 538 125 0.95 30,28,32,26,24 
10 uf250-01 5 1065 250 0.94 75,63,69,76,35 
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Speedups 
We have calculated the time taken by pLINC algorithm on an experimental GRID 

of 3 Heterogeneous nodes with Debian Linux as their OS. We have tested pLINC on 
the proposed architecture and have achieved significant speedups. Although we have 
tested for only 3 GRID nodes (Table 2) but we claim that the speedup becomes more 
significant as the number of nodes is increased. This speedup process will continue 
up to a certain number of nodes after which the GRID overheads will tend to cancel 
the achieved speedup. 

Let us suppose that there are 20 unique linkage sets determined by LINC algorithm. 
Therefore we need to run at least 20 distinct IntraGA jobs on the worker nodes. In the 
case of GRID consisting of only 2 worker nodes, each of the nodes will be responsi-
ble to process 10 Intra GA jobs at one time which will result in increase of execution 
time. Therefore we claim that increasing the number of nodes to 4,5,….P will con-
tribute towards speed up. However a limit Pmax will be achieved after which the over-
all performance will start decreasing. Therefore the performance graph with increase 
in number of nodes will look like an inverted bell with its peak at Pmax. 

 
Table 2. Execution time for running pLINC on different number of GRID nodes. The time unit 
is seconds. 

Number of GRID Nodes  
1 2 3 

pLINC 1218 649 520 
pLIMD 1289 679 486 
pLIEM 1272 661 514 

 

Table 2 represents a comparison of speedup achieved by the parallel GA with link-
age identification on different number of GRID Nodes. 

4   Limitations 

Linkage learning GAs does not perform better than the problem specific optimization 
algorithms. However they are more close to the main idea behind this research i.e. to 
construct a system that can provide a general purpose optimization service to the 
users and still generate reasonably good results. We are also working on hybrid evo-
lutionary algorithms incorporating search techniques like tabu search[14] and simu-
lated annealing[15]. We also want to check the feasibility of EDAs[6] or hybrid algo-
rithms using EDAs for our project an architecture. 

5   Achievements 

We have demonstrated that we can build a PSE for VIL [12] project by exploiting the 
robustness of advanced GAs and computational power of a GRID environment. 
Therefore this paper presents the first step in realization of the VIL-PSE. Some im-
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portant issues and improvements still remain unresolved and will be added in future 
work over the period of next 5 years time. 

By the end of this PhD dissertation we hope to complete the proposed PSE over 
NAREGI[10]. In the beginning we will connect to the beta version of NAREGI, but 
NAREGI plans to launch its first version very soon. We hope to make our PSE ac-
cording to standards so that it can be used by other GRID systems (e.g. TeraGrid[16], 
NGS[17]) also.  

6   Feedback  

The first feedback I would like to have from the Doctoral Consortium is a general 
comment on the topic I have chosen. How feasible do you think it is? How rele-
vant/interesting do you think is my idea for the scientific community? Do you think it 
will still be interesting in a few years? I would also like to have an idea of what other 
groups/students are doing in this area and in which direction is the whole field going. 
From an experience perspective, I would like to have a personal encounter with peo-
ple who might be interested to, criticize, compare, contrast, challenge or make correc-
tions in my current work or future ideas. I am hoping to meet possible collaborators 
and groups with whom I can develop a mutual relation so that we can share different 
ideas with each other in the years to come. 
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Abstract. Microarray experiment allows measurements of gene expression of a 

biological sample on a genome-wide scale, but presents a challenging problem 
of multidimensional data interpretation. Numerous analytical methods and algo-

rithms used for measurements of gene expression are based on data classifica-

tion, such as statistical techniques, neural network methods and modelling ap-

proaches. However, these methods do not take into account the underlying 

biological regulatory mechanisms. In the present research, we used a biological 

framework to make predictions for certain types of correlations which are ob-
served in gene expression data. We describe an algorithm that analysis the dif-

ference in gene expression between control and perturbed systems. The present 

algorithm is potentially capable to detect any of the patterns (such as lines, 

planes and hyperplanes in multidimensional datasets) predicted by this frame-

work. 

1 Introduction 

The underlying idea of a microarray experiment is the measurement of activity level 

of an individual gene (i.e. gene’s ‘expression level’) at a particular time point by 

measuring the concentration of each gene’s mRNA. Various microarray technologies 

for measuring gene transcripts have created a vast amount of gene expression data. 

Analysis of signal intensities obtained from microarrays can be separated into two 

phases. During the first phase we are performed the image analysis, background esti-

mation and data normalization, while the second phase consists of extracting the bio-

logical information from large scale gene expression datasets. The second phase of 

data analysis is the focus of the present work. 

1.1 Overview of the Related Approaches 

Numerous analytical methods and algorithms that enable the analysis of microarray 

data are based on data classification and modelling approaches. Data classification for 

the analysis and understanding of microarray results include a search for genes that 

have similar or correlated patterns of expression. This ‘pattern recognition’ may be 

considered as a problem in estimating the density functions in high-dimensional space 

and dividing the space into regions of categories or classes [1]. Among the various 
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traditional pattern recognition techniques used in microarray analysis there are statis-

tical approaches, neural network techniques and methods imported from statistical 

learning theory [2, 3, 4, 5, 6, 7]. These techniques can be separated into supervised, 

where one has some previous information for data classification (for example, sets of 

genes which are expected to cluster together based on a known biological function), 

and unsupervised methods. The aim of all methods is to identify statistically impor-

tant regulatory patterns in the data [8]. However, these currently-used methods have a 

number of limitations. In the above analysis, genes are classified according to infor-

mation gained from their expression profiles and the classification depends on the se-

lected method [9]. The connection of the criteria used in these methods to underlying 

biological mechanisms is generally missing. This makes it difficult to evaluate the re-

sults and hard to recognise the adequate methods. 

Modelling is a common approach that investigates connections between genes and 

their regulations. In most types of these approaches, authors [10, 11, 12] develop and 

test a simple phenomenological model within a simple organism, such as the lambda-

phage system, on genes of known functions. The researches revise the model until it 

fits underling regulatory mechanisms and finally use this model to guide the search 

for other genes that might be involved in the process of interest. Another approach 

[13] for the analysis of high-dimensional datasets requires knowledge of the underly-

ing network topology or a priori network connectivity information between genes and 

transcription factors. This information is not currently available for most organisms. 

At present it seems not appropriate to apply these methods to a comprehensive analy-

sis of the transcriptome and proteome of higher organisms, with tens of thousand of 

genes and proteins with a large number of unknowns. 

The main drawback of the approaches described above is the absence of any under-

lying biological model, which provides the quantitative clarification of the gene regu-

latory networks. It has to be noted however that it is currently not possible to develop 

a detailed model of the regulatory mechanisms for the expression of groups of genes 

involved in a biological process. This is particularly true when the details of these 

mechanisms are not known.  

However, in the present work we attempt to adopt an approach that predicts the 

correlation types that occur in gene expression data. 

1.2 Biological Framework for Microarray Data Analysis 

The main idea of the biological framework, developed at the Australian Centre for 

Plant Functional Genomics (ACPFG) over the last few years is that the analysis of 

changes in the system is tractable and can be used to predict the criteria for correlation 

between genes [14].  

In a typical microarray experiment, one is performing a comparison between a per-

turbed and an unperturbed system, e.g. an infected and an un-infected organism, a 

stressed and an unstressed plant or different tissue types within the same organism. 

These two systems are referred to as the “control” and “perturbed” systems, respec-

tively. The main objective is therefore to analyse the difference (δXg) in gene expres-

sion between control and perturbed systems. It has to be noticed that the microarray 

data is presented in logarithms (log2) of the actual fluorescence intensities. The ex-
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pression level Xg of the gene g may depend on the unmeasured abundance Z of n tran-

scription factors, enhancers, inhibitors, activators, RNAses, miRNAs, enzymes. 

Therefore the expression level of the gene in the “control” system can be written as Xg 

= fg (Z1 ,..., Zn), where fg is an unknown function parameterizing possible transcrip-

tional response of the gene g. The corresponding expression level of the gene in the 

“perturbed” system is Xg + δXg = fg (Z1 + δZ1 ,…, Zn + δZn). The framework relies on 

the perturbation being small, in which case details of the complicated underlying bi-

ology is simply not required and can remain as unknown. Following this, we can 

mathematically expand the function fg through a Taylor expansion, where only the 

linear terms contribute appreciably (if δZi is small enough) and higher order terms can 

be neglected, i.e. 

 

δXg ≈ ∑
=

n

i 1

δZi fgi’(Z1 ,K , Zn) , 
 

 

 

where δXg  is a vector of gene expression level actually measured in different experi-

ments, relative to control, and fgi’ is the derivative of fg with the respect to Zi [14]. It is 

important to point out that the Taylor expansion is in the logarithms of levels of gene 

expressions, the truncation of the series being justified from ‘biological systems the-

ory’ [15]. This explanation implies that if the change in expression levels (related to 

control) of two co-regulated genes is plotted against each other they will lie on a 

straight line passing through the origin. Suppose we performed a series of experi-

ments and defined the vector for each gene, then it is obvious that the expression lev-

els of genes, relative to control, which are regulated by more then one factor fall on 

higher-dimensional hyperplane. 

The concept of the framework therefore is that the criteria for correlation between 

genes are as follows:  

− genes co-regulated by a single factor fall along a straight line passing through 
the origin 

− genes co-regulated by two factors fall on a plane  
− those controlled by more than two factors on higher-dimensional hyperplane.  

Note that in order to identify lines the gene expression level has to be measured in at 

least two perturbed systems, for planes one requires at least three perturbed systems, 

and so on. A visual inspection of the available data for barley, for example, provides 

evidence that these types of features, such as lines, are present in experimental data 

(see Figure 1). 
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Fig. 1. Scatter plots of the microarray data from barley [16]. Each plot shows the genes relative 

expression level in two different tissues. The scale used for the expression levels is, as usual, 

log2 of the actual fluorescence intensities and the “control” is the average expression over all 

experiments [14]. Note the lines radiating from the origin 

In addition, the biological annotations of the genes that fall within the same patterns 

suggest that they tend to have related biological function [14]. 

2 Research and Study 

2.1 Research Goals 

The biological framework outlined above provides criteria for data classification. Us-

ing these criteria as an input, our goal is to develop algorithms which will able to de-

tect any of the patterns predicted by the framework and to classify genes by biological 

function. For the realization of this approach, this project has the following overall 

aims: 

1. Analysis of common methods for recognising lines in multidimensional space, 

with a view to design a general method for the detection of higher dimensional 

patterns (planes and hyperplanes); 

2. Implementation of these algorithms in order to  recognise predicted patterns; 

3. Application of these algorithms to functional genomic analysis.  

2.2 Current Status 

In this study we have devised a general approach, for the detection of lines, planes 

and hyperplanes in high-dimensional data. We started from identifying linear features 

in a scatterplot of gene expression data. Two approaches for line detection were de-

veloped, analysed and tested on the barley data [16]. In the first approach, lines were 

recognised by using the Radon (Hough) transform. The Radon transform has been 

previously employed in many line detection applications for image and signal proc-

essing, computer vision, and seismic applications [17]. This method is used to identify 

lines in two dimensions and also can be generalized, which is of major interest in the 
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present context, to analyse the higher dimensional data [18]. In the second approach, 

data were transformed from a Cartesian to a polar coordinate system and then a clus-

tering technique was used for line identification. Both these approaches have advan-

tages and disadvantages for generalization as follows: 

− Radon transform is relatively slow, suitable for 2D and 3D data only, generaliz-

able to planes and hyperplanes in principle, but not in practice, because of unac-

ceptable computational time and memory required for such a large dataset. 

− Angular Clustering is fast for lines detection even in high dimensional data. 

However could not be generalized to planes and hyperplanes in practice, be-

cause of computational time limitations. 

Because these two methods could not be generalised to higher dimensional features, a 

third approach was developed for the analysis of a complete dataset. To minimise the 

computation time required the algorithm relies on a sequential detection of lines, 

planes and hyperplanes. The assumption of the sequential approach is decreasing the 

amount of data for each step of the feature detection by replacing identified features 

by fitted vectors. With each step the complexity of calculation increases but the data-

set size progressively decreases. The overview of the algorithms is presented in the 

next section.  

3 Results 

3.1 Methodology 

With the biological framework approach outlined above, the microarray data are pre-

sented as a matrix of relative gene expression levels. For D experiments (correspond-

ing, for example, to tissue or stress series), where the expression levels of G genes 

were measured in each experiment, we construct the D×G matrix (practically G > D). 

We consider matrix columns as vectors in D-dimensional space and sequentially 

search this space for a p-dimensional hyperplanes, where p = 1, … , D - 1.  

The p-dimensional hyperplane P is a surface spanned by p linearly independent 

vectors. It is uniquely determined by p + 1 points in D > p dimensional space. In our 

approach one of these points is the origin, due to subtraction of the “control” dataset, 

and the p vectors can be taken to be from the origin to p data points. We then aim to 

find all points lying on the hyperplane. For this purpose we pick p points out of the 

dataset to define a hyperplane and check, one by one, if the remaining genes fall on 

this plane.  

Given N = p + 1 points x1, x2, … , xN ∈P and the origin, there exist a non-zero 

vector α = [α1, α2, … , αN ] for which 

 

∑
=

N

i

ijix
1

α = 0 (1) 

 

for all j = 1, … , D, where jix  is the j
th
 element of the i

th
 vector.  
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To calculate αi we solve equation (1) in the least squared sense [19]. We minimize 

the following expression 

 

L = ∑
=

D

j 1

(∑
=

N

i

ijix
1

α )
2
 (2) 

 

with respect to αi by taking partial derivatives of L, equating them to 0 and solving the 

resulting equations. We have 

 

l

L

α∂

∂
 = 2∑

=

><
N

i

li xx
1

,
l

α  = 0 , (3) 

 

where < xi , xl > denotes the inner product of two vectors, for all l = 1 , … , N . 

Denoting by X the matrix which has xi as its columns, we realize that the set of all 

α is a null space of XT X, i.e. 
 

Zαααα  = 0 , (4) 

 

where Z = XT X is a square N ×N matrix. Moreover, if null space of Z is empty, then 

x1, x2, … , xN do not all belong to one hyperplane.  

A non-trivial α exists if and only if 
 

det Z = 0 . (5) 

 

To accommodate any experimental errors we allow some tolerance 

 

| det Z| ≤ δ , (6) 

 

where the δ is related to the thickness of the hyperplane. 

3.2 Sequential Detection Algorithm 

The key point of the sequential algorithm is to reduce the amount of data at each step 

of the feature detection. Using the above formalism we have developed the following 

algorithms: starting with 1D features and we next 

1) identify genes lying on the line 

2) calculate fitted vectors for this line 

3) replace all genes on this line by one vector 

4) extract biological information associated with the identified lines. 
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The procedure is repeated for 2, 3 up to D-1 dimensional features in the D dimen-

sional data. From the structure of algorithm, the degree of reduction depends on the 

dataset: some datasets have more low dimensional features, which are eliminated after 

the first step (for these the program will work faster) while other dataset have more 

hyperplanes in higher dimensions (for these the program will be slower).  

Line Detection. The multidimensional data, as described above, are organized in a 

format where the expression data for G genes from D experiments are collected in the 

columns of a D×G matrix A. To reduce the dependence of the algorithm on the order 

by which data points are considered, the data are sorted by the length of the column 

vectors in descending order. As noise is generally most noticeable around the origin, 

starting from the most distant (from the origin) points should improve the reliability 

and stability of the result. We indicate a line by the first column (point, gene) of A. 

Let us call this point the “indicator point”. Then, every other point from the matrix A 

(we call them “trial points”) is checked if it fits the line going through the indicator 

point. Next, the first unfitted point from A is used to indicate a second line and the 

process is continued until the whole data set is analysed for lines. Specifically, in this 

case the D×2 matrix X introduced previously contains just two column vectors x1 

(the indicator point) and x2 (the trial point). We are therefore interested in the null 

space for the 2×2 matrix 

 

Z = 





>< 21

2

1

,

||

xx

x



><
2

2

21

||

,

x

xx
. (7) 

 

Once the pair of vectors satisfying (6) is found the trial point is recorded as a “hit”. 

Hits which belong to the same indicator point form “chains”. For each separate chain 

we calculate ‘fitted vectors’ (described in section “The Fitted Vectors”) and replace 

hits on each chain in matrix A by a single column-vector. These chains are stored for 

extracting biological information from associated annotations. Because we replace 

chains with the fitted vectors, the number of columns in the data matrix A decreases 

significantly, so that for the next step of the algorithm (i.e. detecting 2D planes) we 

operate with a much smaller amount of data.  

It should be mentioned here that it would be desirable to normalize the data first, 

i.e. xi/|xi|, to make sure that the size of the determinant is not affected by the lengths of 

the vectors. In this case 

 

Z =







θcos

1








1

cosθ
, (8) 

 

where θ is the angle between the two vectors coming from the origin. It is clear from 

(8) that a non-trivial α (see Equation (1) above) exists only when cos θ = ±1, i.e. 

when the angle between vectors is either 0 or π. 
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Detection of Planes and Hyperplanes. For planes and hyperplanes the algorithm is 

almost identical to the one described above, except the search space is much larger. 

Instead of pairs of vectors, we must consider triples, quadruples, etc.  

In the case of 2D planes, for each pair of indicator points we form 3 × 3 matrices Z 

of inner products of the three vectors and evaluate their determinants. The vectors 

which form a matrix with a determinant not exceeding δ  are declared a “hit”. Hits 

form chains. Points on every chain belong to a unique plane. 

It is important not to select a triple for which any two points form a line with the 

origin. That is why all chains found in the previous (line detection) step have to be re-

placed by one vector. For 3D hyperplanes all chains found in the 2D plane detection 

step have to be replaced by two vectors only, etc. 

The ‘Fitted Vectors’. Here the algorithm for fitting vectors to the chain, called U 

(discussed above), is explained using the example of a 2D plane. Suppose, a chain U 

consists of the K points on 2D plane in D-dimensional space. For any point in the 

chain, any two coordinates represent the rest of coordinates as linear transformation of 

the two, and then consider the problem of solving the equation 

 

HB = U ,  

 

where B is the transformation matrix and H = [x, y] is, for example, first and second 

coordinate of all points. Geometrically, B represents the transformation of the plane in 

2-dimensional space spanned by x and y into D-dimensional space. 

We want to find B, by multiplying both sides of the equation by matrix H
-1
, such 

that 

 

H
-1
H = I .  

 

In other words we are looking for the “pseudoinverse” of H [20]. We used algorithm 

based on singular value decomposition where any singular values less than a tolerance 

are treated as zero, and 

 

B = H-1
U .  

 

The matrix B is a solution for fitted plane. 

3.3 Results 

The developed algorithm was tested on computer generated 3D data, where the low 

dimensionality of the data was chosen to enable easy visualisation of the results. The 

lines and 2D planes were identified and the amount of data was significantly de-
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creased at each step of the feature detection. A simple computer-generated example is 

shown in Figure 2. 

 

 

   
 

a. Line detection   b. Plane detection 

Fig. 2. The result of line and plane recognition in 3D simulated microarray data (4 lines & 2 

planes). After reducing the amount of data through the detection of lines (a), the two generated 

planes were identified (b). 

4 Future Directions 

We are currently improving and testing the algorithm using the barley dataset. In ad-

dition we are considering other resources such as a wheat tissue series [A. Schreiber, 

et. al. unpublished] and Arabidopsis microarray data [21]. For the analysis of the real 

datasets pre-processing is required to enhance the detectability of desired features, be-

cause a number of parameters depends on experimental errors and vary from dataset 

to dataset (for example the thickness of the hyperplane δ ). Therefore, next we will 

focus on: 

− assessment of statistical significance of the patterns found by the algorithm (at 

present, in statistical hypothesis testing, the p-value was estimated assuming 

random data as null hypothesis), 

− application of the algorithm to the analysis of biological data. 

5 Study 

The present research is part of the Bioinformatics projects at ACPFG (the centre at 

the University of Adelaide). The study represents the results from first 2 yeas of the 

PhD project. 
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6 Achievements 

These work represent an important step in a conceptually new approach for the analy-

sis of microarray data which will allow to predict correlations between genes and then 

to use the predictions to investigate biological regulatory networks in a complete ex-

perimental dataset. These algorithms which I developed provide a useful tool for the 

analysis of complex multidimensional data.  
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